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Final Exam: Introduction to Database Systems

This exam has five modules, each worth 20 points. You should read through the exam quickly and plan your time-management accordingly.  Before beginning to answer a question, be sure to read it carefully and to answer all parts of every question!  

You also must write your name at the top of every page, and you must turn in all the pages of the exam. Do not remove pages from the stapled exam!. You must write your answers in the space provided.  If you run out of space,  you may use the backs of pages, but you must put a reference to where it is. If your answer is not where it is supposed to be, and you do not note where it is, we will not give you credit.
Section I.  Transaction Management  (20 points)
1. Define ACID, using no more than 10 words to describe each letter. (4 points)

A___________________________________________________________________

C___________________________________________________________________

I___________________________________________________________________

D___________________________________________________________________

2. Which ACID property or properties does Recovery give us? (2 points)

3.  (4 points)  Assume we are using multiple granularity locking on databases, tables, and records, and that two transactions will not access the same records.  Assume both transactions only have an S or X lock on an object.  Is there a scenario in which these transactions deadlock?  Explain briefly, in the space below.

4.   (10 points)   Using ARIES algorithm,

Given the following log (assume a checkpoint is completed before LSN 0):

LSN

Log

0

Update: T1 writes P1

10

Update: T2 writes P3

20

T1 aborts

30

Update: T3 writes P1

40

Update: T2 writes P2

50

T2 commit

60

Update: T3 writes P2

70

T2 ends

X - crash, restart

a) what is done during the analysis phase? Show the Dirty Page Table (DPT) and the transaction table at the end of the analysis stage.

b) what is done during redo?  Show updates to the DPT

c) What is done during undo?

d) Give the next 2 log entries after the system restarts

Section  II.  Advanced Topics  (20 points)
The World Organization Of Furry Friends (WOOFF) has a huge database with many users, and they have decided to use a parallel, shared-nothing  database system.  They have asked you to help them with  the design of the database.  

Breeders are people who raise and sell Pets.  Pets belong to different Breeds (e.g. “Schnauzer”, “Poodle”, “Siamese”, etc.) The Pedigree of the pet identifies the pet’s breeder and breed. If a pet is of mixed breed, it’s considered to belong to multiple breeds – that is, that pet (and its breeder) will appear many times in the Pedigree table.  You may assume that pets have only one breeder.  Primary keys are underlined.

Breeders(brdr_id: integer, brdr_name: text, age: integer, address: text): 300 million records

Pets(pid: integer, pname: text, weight: float): 1,200 million records

Breeds(br_id: integer, br_name: text, friendliness: int): 100 million records

Pedigree(brdr_id: integer, pid: integer, br_id: integer): 2,000 million records

1.  What is the best partitioning of the data if the most common query is “find the address of the breeder named foo”?  What algorithm are you assuming the parallel system is using to execute the query?  (4  points)
2. Distributed Databases. (4  points)   WOOFF have decided to open a NY office in addition to their office in London. Their Chief DBA had decided that  2PC would be used.  Their system has been running very slowly, and so you have been brought in to help with a redesign.

You learn that the most common update is to add large numbers of puppies into the Pets & Pedigrees tables. You recommend that 2PC be dropped, and instead asynchronous replication used.  Explain why, in terms of the performance benefits. Explain the effect on consistency, and on the amount of storage space need
3 Internet Databases  

a) WOOFF has decided to “internet enable” its database, so people looking for pets can find the names and addresses of the breeders.  You will use CGI, HTML, a relational database, and an application server.  Draw a block diagram showing how these interact. (2  points)
 b) Describe the role of the application server in the above system. (2 points)
4.   Decision Support

WOOFF  has decided to add a new service, where they keep track of which dogs have sold, the price at which they have been sold, the date they were sold, and which breeders sold them, in addition to the information above.  This will be a large decision support application.  Show the design for a fact table and the dimension tables for this application. (2 points)
5. Text Retrieval.   What is the difference between inverted files and signature files? (2 points)
6. Object Databases 
a)     WOOFF  wants to add a picture of the dog to the Pets relation. How would you do that using an ORDBMS?  How would you do it using a RDBMS that supports BLOBS? Is there an advantage of one over the other?  (2 points)
b) List one advantage of an OODBMS over an ORDBMS.  List one advantage of an ORDBMS over an OODBMS. (2 points)
Section III.  Relational Algebra, SQL & Optimization (20 points)


The following two questions utilize the following schema:

DEPT(dname, location)

EMPLOYEE(name, eid, salary, dname, start_date, leave_date)

PROJECT(pid, budget, manager)

WORKS_ON(eid, pid)

- Underlined attributes are the primary keys of the relations given (If more than 1 attribute is underlined, the key is a composite key)

- Manager field of PROJECT is a foreign key referencing the eid field of EMPLOYEE.

- Each employee can work on many different projects, and similarly can be the manager of several projects.

- All attributes with exception of the primary key(s) are not guaranteed to be unique.

- start_date is the date on which an employee joined.  Similarly leave_date is the date the employee leaves the company.

- Those Employees who are currently working at the company will have a NULL value for leave_date attribute.

- You may assume that the date fields are logically correct (i.e. no employees leave before they start, or have both null start_date and leave_date)

- WORKS_ON contains all the current assignments of employees and the projects they are working on.

- When not explicitly stated in the question, "employee" refers to any record in the EMPLOYEE table (so this includes former and current employees).

1. Relational Algebra  (4 points)
Express the following in Relational Algebra:

a) List the names of all the employees that are currently in the company and work on a project managed by "Bob Smith".

b) List all the names of all the managers who manage projects that have more than two employees working on each project.

2. SQL  (8  points)

Please note: Your solution 

1) Must be a single SQL statement. 

2) Must not use views or temporary tables.

3) Must Not contain subqueries in the FROM clause, 

(E.g.      SELECT * 

              FROM (SELECT * FROM FOO) as T1

      WHERE…  is not allowed!)
4) Must Not Use the EXCEPT operator.

2a) Find the maximum salary of all former employees (i.e. those who have left the company), that were also managers of at least one project. (4pts)
b.   List  department names and the total salaries of employees of the departments that have the largest number of employees. (4 pts.)
4. Query Optimization (8  points)

Assume that for the above relation, there are 40,000 tuples in EMPLOYEE, 5,000 tuples in DEPT, and 1,000 tuples in PROJECT.

- Each EMPLOYEE tuple is 400 bytes

- Each PROJECT tuple is 200 bytes

- Each DEPARTMENT tuple is 100 bytes.

- Each Department has 10 projects on average.

- Each page in the file system is 1024 bytes.   There are 40 buffers available. 

- There are both Hash indexes and clustered B-Tree Indexes on the primary keys E.eid, (W.eid W.pid), P.pid

- Salaries values range from 20,000 to 200,000.   And values are uniformly distributed in increments of $1000

- Budgets range from 0 to 1,000,000. Again assume uniform distribution.

- You can assume that Btree-Indexes have heights of 3. And the cost for getting to the data in a hash index is 2.

Given the above facts, and the following given query:

SELECT E.eid, D.dname, P.pid

FROM Employee E, Works_on W, Project P

WHERE E.sal = 64,000 AND P.budget > 500,000 AND

               E.eid = W.eid AND W.pid = P.pid

Draw the query plan tree for the plan with the least possible cost for this query. Include as part of your plan, a cost calculation of the plan.   Even if your plan is not the most optimal, you can receive partial credit, if your calculations are correct for the tree you drew, and the tree you drew is a feasible plan. Please clearly indicate the type of join method you use.  Also, you need not include the cost of the projection or the final output cost.   If you use variables please clearly define what they mean. (Don't worry about arithmetic accuracy...you will not lose points for small calculation errors).

(Draw here)

(Cost calculation is: ________________________)

Section III.  Database Design (20 points)

1 ER Model (6 points) 

This question is based on the following information:

1. Manufacturers have a name, which we may assume is unique, an address, and a

phone number. 

2. Products have a model number and a type (e.g., "television set"). Each product is made by one manufacturer, and different manufacturers may have different products with the same model number. However, you may assume that no manufacturer would have two products with the same model number.

3. Customers are identified by their unique social security number. They have email addresses, physical addresses. Several customers may live at the same (physical) address, but we assume that no two customers have the same email.

4. An order has a unique order number, and a date. An order is placed by one customer.  For each order, there are one or more products ordered, and there is a quantity for each product on the order.

Do the following: 

a) In the space below, draw an entity/relationship diagram that represents the above information. Indicate keys by underlining, as usual. (3 points)
(Hint: please mark all the constraints and weak entity sets.)

b) Show the CREATE TABLE commands  for the same information. Indicate keys by underlining, and do not include obviously redundant relations. (3 points)
2  Schema Refinement & Normalization (4 points)

For the multiple choice questions below, each question may have one or multiple correct answers. If there are multiple correct answers, you will get partial credit if your answer set is a subset of all correct choices.  However, points will be deducted for  wrong answers. 

For example, if there are two correct choices A and B, for a question worth 2 points, if you only pick A or B, you get 1 point; if you pick A and C, you  get 0; if you pick A, B and C, you get 1 point.  We do not give negative points for this question.

a  Suppose we have a relation R(a, b, c, d, e) with the following functional dependencies: 

ab -> c, cd -> e, c -> a, and e -> d.  (2 points)
What choice(s) is/are KEY(s) for R?

(A)abd 

(B)abe 

(C)bcd 

(D)bce

(E)abcd

(F)bcde

(G)abcde

b. Suppose we have a relation R(A, B, C, D) with the FD's:

A->B, B->C, C->D.

Which of the following decompositions is not lossless (i.e., for some instance of R, the natural join of the decomposed relations is not equal to R)?  (2 points)
(A) R1(A, B), R2(B, C), R3(C, D) 

(B) R1(A, B), R2(A, C), R3(A, D) 

(C) R1(A, D), R2(B, D), R3(C, D) 

(D) None of the above (that is, they are all lossless)

3.  Physical Database Design and Tuning  (2 points)  
Suppose that we are building the Enroll database for Sproul Hall. The Enroll table contains all the classes and student enrollment information.

Suppose we want to find the average grade of the CS186 class in Fall 1999. 

Assume initially there is no other index on Enroll. Which one of the following options will likely provide the BIGGEST performance improvement for our query?

Note CID is the Course ID and SID is the Student ID.

Multiple choice, same rules as above.

(A) Create an index on Enroll(SID) 

(B) Create an index on Enroll(SID) and another on Enroll(grade) 

(C) Create an index on Enroll(CID) and another on Enroll(term) 

(D) Create an index on Enroll(CID,term)
State your reasoning:

4 True/False:  For each statement below, indicate whether it is true (T) or false (F).  State your reasoning – in the case of a wrong answer, partial credit may be given. (8 points – two points each question) 

[   ] a)     We can always map a valid ER diagram into a relational schema.

[   ] b)    Not all the candidate keys satisfy the key constraint.

[   ] c)    With the execution of these statements, in this order:

GRANT SELECT on Enroll To Alice (executed by Tom)

GRANT SELECT on Enroll To Alice (executed by Tom)

REVOKE SELECT on Enroll FROM Alice CASCADE (executed by Tom)

Alice keeps her privilege to Enroll because Tom granted the privilege to her twice and only revoked once.

[   ] d)   Suppose Tom created the Enroll table and gave Mike SELECT privilege on it with the grant option, and Mike then created the view SeniorClass which used the SELECT privilege.  Then Tom revoked the SELECT privilege from Mike. The view is invalid, but still kept in the system catalogs in case that Tom might give back Mike the privilege.

Section V.  Data Storage  (20 points)

1) True/False:  For each statement below, indicate whether it is true (T) or false (F).  State your reasoning – in the case of a wrong answer, partial credit may be given.  

10 points, one per question

[   ] a) A difference between B+ trees and extendable hashing is that extendable hashing doesn’t support range queries.

[   ] b) In a DBMS, a record is usually the smallest unit read from a disk into memory.

[   ] c) Creating a secondary index for every attribute in a table always increases performance.

[   ] d) In a DBMS, when a page needs to be updated, it must be read into the buffer pool.

[   ] e) One advantage of the heap data structure in a DBMS is that the record id’s of tuples stored don’t change.

[   ] f) In a B+ tree, leaf nodes are occasionally at different levels in the tree.

[   ] g) Pages are usually stored sequentially on disk in order to reduce seek and transfer time.

[   ] h) An advantage of a B+ tree is that it works well with both equality and range searches.

[   ] i) Splitting at the root is the only way to increase the height of a B+ tree.

[   ] j)     The height of a B+ tree is logFN, where F = fanout and N = # of leaf pages.
2) Disks and File Organization (6 points, 2  per question)
a) Two of the types of file organizations mentioned in class are Sorted files and Hashed files.  For each of the 2 types, describe the operation for which each is suited.

1) Sorted Files

2)  Hashed Files

b) Suppose we had a file which consisted of P pages, each containing R records.  With an average disk read/write time of N ms., estimate the cost of an equality search if the file was organized as a sorted file.  As a hashed file.  Show your work.

1) Sorted File

              2)  Hashed File

c) Recall the two ways of organizing variable length records on a page.  Describe the two types of organization and explain the tradeoffs between using the two.

3)     Indexes  (4 points, 2 per question)
a) List one advantage of ISAM over B+ tree.  List one advantage of B+ tree over ISAM.

b) Given the following B+ tree, with d=2, show the resulting tree after the deletion of 29.


draw new tree here
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