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Exercise 

Disks and Buffer Management 

1. The main components of the cost of performing a disk read are seek time, rotational delay, and transfer 
time. For each of these three components state whether or not it is reduced by doing sequential reads rather 
than random reads: 

2. For the question above, which of the three is likely to result in the largest savings when comparing 
sequential reads to random reads? 

3. Consider a page reference pattern that performs three consecutive scans over a set of five pages. Assume 
you start with an empty buffer pool of three frames. 1) How many page faults will be incurred with an LRU 
page replacement policy, and 2) how many will be incurred with an MRU page replacement policy? 

4. Consider a disk with a sector size of 512 bytes, 100 sectors per track. Given a rotational speed of 7200 
revolutions per minute, what is the maximum rotational delay to the start of a sector? Assuming that one 
track of data can be transferred per revolution, what is the transfer rate? 

5. In the organization of a data page, what is a slot directory?  What is it used for?  In the organization of a 
data record, what is a field offset?  What is it used for?  

Indexes and File Organization 

6. Consider the following relation describing employees in a company:  

Employee (eno : integer, name: string, phone: integer, age: integer, salary: real) 

The relation is stored as a sorted file in increasing lexicographic order of (name, eno). 

For each of the following, answer True or False, and explain your answer briefly. 

i. It is possible to build a sparse index on name. 

ii. It is possible to build a dense index on age. 

iii. It is possible to build a sparse index on phone. 

iv. It is possible to build a sparse index on eno. 

7. Underline the basic file organization (heap, sorted, or hash) that is best for a large file where the most 
frequent operations are as follows: 

1) Search for records based on a range of field values. 
HEAP SORTED HASH 

2) Perform inserts and scans where the order of records does not matter. 
HEAP SORTED HASH 

3) Search for a record based on a particular field value. 
HEAP SORTED HASH 

8. Consider a relation stored as a randomly ordered file for which the only index is an unclustered index on a 
field called sal. If you want to retrieve all records with sal > 20, is using the index always the best 
alternative? Explain. 
 


