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Cache misses and performance: 
How do we size the cache?

Practical cache design: 
A state machine and a controller.

Victim caches and pre-fetch buffers.

Write buffers and caches.

Today: Caches, Part Two ...

Locality: Why caches work.

Short Break

Also: IBM mainframe cache tradeoffs.
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Why We Use Caches
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Programs with locality cache well ...

Donald J. Hatfield, Jeanette Gerald: Program 
Restructuring for Virtual Memory. IBM Systems 
Journal 10(3): 168-192 (1971)
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Q. Point out bad locality 
behavior ...

Spatial
Locality

Temporal
 Locality

Bad
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The caching algorithm in one slide

Temporal locality: Keep most recently 
accessed data closer to processor.

Spatial locality: Move contiguous blocks 
in the address space to upper levels.

Lower Level
Memory

Upper Level
Memory

To Processor

From Processor

Blk X

Blk Y
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Caching terminology

Lower Level
Memory

Upper Level
Memory

To Processor

From Processor

Blk X

Blk Y

Hit: Data 
appears
in upper 

level block
(ex: Blk X)

Miss: Data retrieval 
from lower level 

needed
(ex: Blk Y)

Hit Rate: The 
fraction of memory 
accesses found in 

upper level.

Miss Rate: 
1 - Hit Rate

Hit Time: Time 
to access upper 
level.  Includes 
hit/miss check. 

Miss penalty: 
Time to replace 

block in upper level 
+ deliver to CPUHit Time << 

Miss Penalty 
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Cache Design Example
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CPU address space: An array of “blocks” 
Block #

7

1
2
3
4
5
6

0

2
27

- 1

.

..

32-byte blocks

27 bits 5 bits

The job of a cache 
is to hold a 
“popular” 

subset of blocks.

32-bit Memory Address

Which block? Byte #

031
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One Approach: Fully Associative Cache

Cache Tag (27 bits) Byte Select

531 04

Ex: 0x04

Valid
Bit

Byte 
31 ... Byte 

1
Byte 

0

Byte 
31 ... Byte 

1
Byte 

0

Cache Data
Holds 4 blocks

=

=

=

=

Hit
Return byte(s) of 
“hit” cache line

Block # (”Tags”)
026

Ideal, but expensive ...
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Building a cache with one comparator
Block #

7

1
2
3
4
5
6

0

2
27

- 1

.

..

32-byte blocks
Blocks of a certain color 

may only appear in one line 
of the cache.

32-bit Memory Address

Which block? Color Byte #
031 4567

25 bits  2 bits 5 bits

Cache index
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Example: A Direct Mapped Cache

Cache Tag (25 bits) Index Byte Select

531 04

=

Hit

Ex: 0x01

Return byte(s) of a 
“hit” cache line

Ex: 0x00

PowerPC 970: 64K direct-
mapped Level-1 I-cache

67

Valid
Bit

Byte 
31 ... Byte 

1
Byte 

0

Byte 
31 ... Byte 

1
Byte 

0

Cache Tags
024

Cache Data
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The limits of direct-mapped caches ...

Donald J. Hatfield, Jeanette Gerald: Program 
Restructuring for Virtual Memory. IBM Systems 
Journal 10(3): 168-192 (1971)

Time

M
em

or
y 

A
dd

re
ss

 (o
ne

 d
ot

 p
er

 a
cc

es
s)

What if both regions 
have same block color?
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Hybrid Design:  Set Associative Cache

Cache Tag (26 bits) Index 
(2 bits)

Byte Select 
(4 bits)

Cache block halved to keep 
# of cached bits constant.

Valid

Cache Block

Cache Block

Cache Tags Cache Data

Cache Block

Cache Block

Cache TagsValidCache Data

Ex: 0x01

=

Hit
Right

=

Hit
Left

Return bytes 
of “hit” set 

member

“N-way” set associative -- N is number of blocks for each color

16 bytes16 bytes

PowerPC 970: 32K 2-way
set associative L1 D-cache
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The benefits of set-associativity ...

Donald J. Hatfield, Jeanette Gerald: Program 
Restructuring for Virtual Memory. IBM Systems 
Journal 10(3): 168-192 (1971)
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What if both regions 
have same block color?

Q. What costs (over direct 
mapped) for this benefit?

14Thursday, February 27, 14



UC Regents Spring 2014 © UCBCS 152 L11: Cache II

Recall: Branch predictor (direct-mapped)

0b011[..]010[..]100  BNEZ R1 Loop

With 
4096 
colors, 

odds are 
low 

2 active
branches 
have the 

same color.

target address
Branch Target Buffer (BTB)

“Taken” Address

PC + 4 + Loop

18-bit address tag

0b011[...]01

Address of BNEZ instruction

=

Hit

18 bits

If branches “clash”, they take turns kicking each other out.

“Taken” or
“Not Taken”

Branch 
History Table 

(BHT)

12 bits

4096  BTB/BHT entries
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Key ideas about caches ...

Program locality is why building 
a memory hierarchy makes sense

Latency toolkit: hierarchy design,
bit-wise parallelism, pipelining.

Cache operation: compare tags, 
detect hits, select bytes.

In practice:  how many rows, how 
many columns, how many arrays.
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Cache Misses

Performance
&
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Recall: Caching terminology

Lower Level
Memory

Upper Level
Memory

To Processor

From Processor

Blk X

Blk Y

Hit: Data 
appears
in upper 

level block
(ex: Blk X)

Miss: Data retrieval 
from lower level 

needed
(ex: Blk Y)

Hit Rate: The 
fraction of memory 
accesses found in 

upper level.

Miss Rate: 
1 - Hit Rate

Hit Time: Time 
to access upper 
level.  Includes 
hit/miss check. 

Miss penalty: 
Time to replace 

block in upper level 
+ deliver to CPUHit Time << 

Miss Penalty 
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   Recall: The Performance Equation

Seconds
Program

 Instructions
Program

= Seconds
Cycle

We need all three 
terms, and only 
these terms, to 

compute CPU Time!

What factors make 
different programs 
have different CPIs? Instruction mix varies.

Cache behavior varies.

Branch prediction varies.

“CPI” -- The Average 
Number of Clock 

Cycles Per Instruction 
For the Program

 Instruction
Cycles
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Recall: CPI as a tool to guide design

Mult
iply

Othe
r A

LU Lo
ad

Stor
e

Bran
ch

222
1

5

Machine CPI 
(throughput, 
not latency)

5 x 30 + 1 x 20 + 2 x 20 + 2 x 10 + 2 x 20
100

= 2.7 cycles/instruction

Branch
20%

Store
10%

Load
20%

Other ALU
20%

Multiply
30%

Program
Instruction Mix

Where 
program 
spends 
its time

Branch
15%7%

Load
15%

7%

Multiply
56%

20/270
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   AMAT: Average Memory Access Time
Seconds
Program

 Instructions
Program

= Seconds
Cycle Instruction

Cycles

True CPI depends on the
Average Memory Access 

Time (AMAT) for Inst & Data

AMAT = Hit Time + 
(Miss Rate x Miss Penalty)

Last slide assumes constant 
memory access time.

Mult
iply

Othe
r A

LU Lo
ad

Stor
e

Bran
ch

222
1

5

 Machine CPI
Last slide computed it ...

Goal: Reduce AMAT
Beware!  Improving one term 

may hurt other terms, 
and increase AMAT!

True CPI = Ideal CPI +
Memory Stall Cycles.
See Appendix B.2 of
CA-AQA for details.
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   One type of cache miss:  Conflict Miss
 N blocks of same color in use at once, but 

cache can only hold M < N of them

 Solution: Increase M
(Associativity)

fully-associative

Miss
Rate

Cache Size (KB)

Miss rate 
improvement
equivalent to 
doubling
cache size.

 Other Solutions
Increase number of cache 
lines (# blocks in cache)

Q.  Why does this help?

Add a small “victim cache” 
that holds blocks recently 
removed from the cache.

More victim cache soon ...

AMAT = Hit Time + (Miss Rate x Miss Penalty)
If hit time increases, AMAT may go up!

A.  Reduce odds of a conflict.
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   Other causes of cache misses ...

Solution: Prefetch blocks
(via hardware, software)

 Capacity Misses
 Cache cannot contain all 
blocks accessed by the 

program
Solution: Increase size 

of the cache

 Compulsory Misses
 First access of a block

 by a program
Mostly unavoidable

Miss rates
(absolute)

Cache Size (KB)

Miss rates (relative)

Cache Size (KB)

Also “Coherency Misses”: other processes update memory
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    Thinking about cache miss types ...

What kind of misses happen in a 
fully associative cache of infinite size?

A. Compulsory misses. Must bring each 
block into cache.

In addition, what kind of misses happen 
in a finite-sized fully associative cache?

A. Capacity misses.  Program may use 
more blocks than can fit in cache.

In addition, what kind of misses happen 
in a set-associative or direct-map cache?

A. Conflict misses.
(all questions assume the replacement policy used is considered “optimal”)
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Separate instruction and data caches?

Misses per 1000 instructions

Figure B.6 from CA-AQA. Data for a 2-way set associative 
cache with 64-byte blocks for DEC Alpha.

Note: The extraordinarily effectiveness of large instruction caches ...

Compare 2k separate I & D to 2k+1 unified ...

Clear Lose

Clear Win

arrows mark crossover. 
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Break

Play:
26Thursday, February 27, 14



UC Regents Spring 2014 © UCBCS 152 L11: Cache II

Practical Cache Design

27Thursday, February 27, 14



time machine back to FPGA-oriented 2006 CS 152 ...
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   Cache Design: Datapath + Control

To
CPU

To
Lower
Level
Memory

To
CPU

To
Lower
Level
Memory

TagsBlocks

Addr

Din

Dout

Addr

Din

Dout

State Machine

Control

Control Control

Datapath for performance, control for correctness.
Most design errors come from incorrect specification of 

state machine behavior!

Red text will highlight state machine requirements ...
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Recall: State Machine Design ...

Change == 1

Change == 1 Change == 1
R Y G
1 0 0 

R Y G
0 0 1 

R Y G
0 1 0 

Rst == 1

Cache controller state machines like this, but more states, 
and perhaps several connected machines ...
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Issue #1: Control for CPU interface ....
Lower Level

Memory
Upper Level

Memory
To Processor

From Processor

Blk X

Blk Y

Small, fast Large, 
slow 

From
CPU

To CPU

For reads,
your state 
machine must:
 
(1) sense REQ
(2) latch Addr
(3) create Wait
(4) put Data Out 
on the bus.

An example interface ... there are other possibilities.
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   Issue #2: Cache Block Replacement 
After a cache read miss, 

if there are no empty cache blocks, 
which block should be removed 

from the cache?
A randomly chosen block?

Easy to implement, how 
well does it work?

The Least Recently Used 
(LRU) block? Appealing,
but hard to implement.

Size Random LRU
16 KB 5.7% 5.2%
64 KB 2.0% 1.9%

256 KB 1.17% 1.15%

Miss Rate for 2-way Set Associative Cache

Also,
try

other
LRU

approx.
Part of your state machine decides which block to replace.
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4096 
rows

1 

o
f 

4
0
9
6 

d
e
c
o
d
e
r

2048 
columns Each 

column 
4 bits 
deep

33,554,432 usable bits
(tester found good bits in bigger array)

12-bit
row 

address 
input

8196 bits delivered by sense amps

Select requested bits, send off the chip

Issue #3: High performance block fetch
With proper memory layout, one row access 
delivers entire cache block to the sense amp.

 Two state machine challenges: (1) Bring in the 
word requested by CPU with lowest latency 

(2) Bring in rest of cache block ASAP
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Issue #3 (continued): DRAM Burst Reads

20
256Mb: x4, x8, x16 SDRAM Micron Technology, Inc., reserves the right  to change products or specif icat ions without  not ice.

256MSDRAM_G.p65 – Rev. G; Pub. 9/03 ©2003, Micron Technology, Inc.

256M b: x4, x8, x16
SDRAM

va lid , wh ere  x  eq u a ls th e  CAS la ten cy m in u s on e .

Th is is shown  in  Figure 13 for CAS laten cies of two an d

th ree; data elem en t n  + 3 is either the last of a burst of

four or the last desired  of a lon ger burst. The 256Mb

SDRAM u ses a  p ip elin ed  arch itectu re an d  th erefore

does n ot requ ire the 2n  ru le associated  with  a p refetch

arch itectu re. A READ com m an d can  be in itiated  on  an y

clock cycle followin g a p revious READ com m an d. Fu ll-

speed ran dom  read  accesses can  be perform ed to the

sam e ban k, as shown  in  Figure 14, or each  subsequen t

READ m ay be perform ed to a d ifferen t ban k.

Figure 13: Consecut ive READ Bursts

DON’T CARE

NOTE:  Each READ command may be to any bank. DQM is LOW. 

CLK

DQ
DOUT

 n

T2T1 T4T3 T6T5T0

COMMAND

ADDRESS

READ NOP NOP NOP NOP

BANK,
COL n

NOP

BANK,
COL b

DOUT

n + 1
DOUT

n + 2
DOUT

n + 3
DOUT

 b

READ

X = 1 cycle

CAS Latency = 2

CLK

DQ
DOUT

 n

T2T1 T4T3 T6T5T0

COMMAND

ADDRESS

READ NOP NOP NOP NOP

BANK,
COL n

NOP

BANK,
COL b

DOUT

n + 1
DOUT

n + 2
DOUT

n + 3
DOUT

 b

READ NOP

T7

X = 2 cycles

CAS Latency = 3

TRANSITIONING DATA

One request ...

Many returns ...

DRAM can be set up to request an N byte region 
starting at an arbitrary N+k within region

State machine challenges: (1) setting up correct block read 
mode (2) delivering correct word direct to CPU (3) putting 
all words in cache in right place.
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Writes and Caches
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   Issue #4: When to write to lower level ...

Write-Through Write-Back

Policy
Data written to 

cache block
also written to 

lower-level 
memory

Write data only 
to the cache
Update lower 
level when a 

block falls out 
of the cache

Do read misses 
produce 
writes?

No Yes

Do repeated 
writes make it 
to lower level?

Yes No

Related 
issue: 

Do writes to 
blocks not in 

the cache 
get put in 
the cache 
(”write-

allocate”) 
or not?

State machine design (1) Write-back puts most write logic 
in cache-miss machine. (2) Write-through isolates writing 

in its own state machine. 
36Thursday, February 27, 14
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53
256Mb: x4, x8, x16 SDRAM Micron Technology, Inc., reserves the right  to change products or specif icat ions without  not ice.

256MSDRAM_G.p65 – Rev. G; Pub. 9/03 ©2003, Micron Technology, Inc.

256M b: x4, x8, x16
SDRAM

Figure 47: Write – With Auto Precharge1

NOTE: 1. For this example, the burst  length = 4.

2. x16: A9, A11, and A12 = “ Don’t  Care”

x8: A11 and A12 = “ Don’t  Care”

x4: A12 = “ Don’t  Care”

* CAS latency indicated in parentheses.

-7E -75

SYM BOL* M IN M AX M IN M AX UNITS
tCMS 1.5 1.5 ns
tDH 0.8 0.8 ns
tDS 1.5 1.5 ns
tRAS 37 120,000 44 120,000 ns
tRC 60 66 ns
tRCD 15 20 ns
tRP 15 20 ns
tWR 1 CLK + 1 CLK + –

7ns 7.5ns

TIM ING PARAM ETERS

-7E -75

SYM BOL* M IN M AX M IN M AX UNITS
tAH 0.8 0.8 ns
tAS 1.5 1.5 ns
tCH 2.5 2.5 ns
tCL 2.5 2.5 ns
tCK (3) 7 7.5 ns
tCK (2) 7.5 10 ns
tCKH 0.8 0.8 ns
tCKS 1.5 1.5 ns
tCMH 0.8 0.8 ns

ENABLE AUTO PRECHARGE

tCH

tCLtCK

tRP

tRAS

tRCD

tRC

DQM/
DQML, DQMU

CKE

CLK

A0-A9, A11, A12

DQ

BA0, BA1

A10

tCMHtCMS

tAHtAS

ROW

ROW

BANK BANK

ROW

ROW

BANK

tWR 

DON’T CARE

DIN m

tDHtDS

DIN m + 1 DIN m + 2 DIN m + 3

COMMAND

tCMHtCMS

NOPNOP NOPACTIVE NOP WRITE NOP ACTIVE

tAHtAS

tAHtAS

tDHtDS tDHtDS tDHtDS

tCKHtCKS

NOP NOP

COLUMN m2

T0 T1 T2 T4T3 T5 T6 T7 T8 T9

Issue #5: Write-back DRAM Burst Writes

One 
command ...

Many 
bytes 

written

State machine challenges: (1) putting cache block into 
correct location (2) what if a read or write wants to use 
DRAM before the burst is complete?  Must stall ...
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   If we choose write-through ...

Write-Through

Policy
Data written to cache block
also written to lower-level 

memory

Do read misses 
produce 
writes?

No

Do repeated 
writes make it 
to lower level?

Yes

State machine design issue: handling writes without 
stalling the machine until the written word is safely 

in the lower level (DRAM)
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   Issue #6: Avoid write-through write stalls

Q. Why a write buffer ? 

Processor
Cache

Write Buffer

Lower 
Level 

Memory

Holds data awaiting write-through to 
lower level memory

A. So CPU doesn’t stall 
Q. Why a buffer, why not 
just one register ?

A. Bursts of writes are
common.

Q. Are Read After Write 
(RAW) hazards an issue 
for write buffer?

A. Yes!  Drain buffer 
before next read, or check 
write buffers.

Solution: add a “write buffer” to cache datapath 

On reads, state machine checks cache and write buffer -- what if 
word was removed from cache before lower-level write? 

On writes, state machine stalls for full write buffer, 
handles write buffer duplicates.
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   Write buffer logic for a LW instruction

Processor
Cache

Write Buffer

Lower 
Level 

Memory

Cache state machines must be designed so that this algorithm 
always yields correct memory semantics.
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   Write buffer logic for a SW instruction

Processor
Cache

Write Buffer

Lower 
Level 

Memory

LW + SW require complex state machine logic ... plus, state machine 
needs to manage two buses ... plus the write buffer FIFO logic ...

41Thursday, February 27, 14
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   Issue #7: Optimizing the hit time ...1600 IEEE JOURNAL OF SOLID-STATE CIRCUITS, VOL. 36, NO. 11, NOVEMBER 2001

Fig. 1. Process SEM cross section.

The process was raised from [1] to limit standby power.

Circuit design and architectural pipelining ensure low voltage

performance and functionality. To further limit standby current

in handheld ASSPs, a longer poly target takes advantage of the

versus dependence and source-to-body bias is used

to electrically limit transistor in standby mode. All core

nMOS and pMOS transistors utilize separate source and bulk

connections to support this. The process includes cobalt disili-

cide gates and diffusions. Low source and drain capacitance, as

well as 3-nm gate-oxide thickness, allow high performance and

low-voltage operation.

III. ARCHITECTURE

The microprocessor contains 32-kB instruction and data

caches as well as an eight-entry coalescing writeback buffer.

The instruction and data cache fill buffers have two and four

entries, respectively. The data cache supports hit-under-miss

operation and lines may be locked to allow SRAM-like oper-

ation. Thirty-two-entry fully associative translation lookaside

buffers (TLBs) that support multiple page sizes are provided

for both caches. TLB entries may also be locked. A 128-entry

branch target buffer improves branch performance a pipeline

deeper than earlier high-performance ARM designs [2], [3].

A. Pipeline Organization

To obtain high performance, the microprocessor core utilizes

a simple scalar pipeline and a high-frequency clock. In addition

to avoiding the potential power waste of a superscalar approach,

functional design and validation complexity is decreased at the

expense of circuit design effort. To avoid circuit design issues,

the pipeline partitioning balances the workload and ensures that

no one pipeline stage is tight. The main integer pipeline is seven

stages, memory operations follow an eight-stage pipeline, and

when operating in thumb mode an extra pipe stage is inserted

after the last fetch stage to convert thumb instructions into ARM

instructions. Since thumb mode instructions [11] are 16 b, two

instructions are fetched in parallel while executing thumb in-

structions. A simplified diagram of the processor pipeline is

Fig. 2. Microprocessor pipeline organization.

shown in Fig. 2, where the state boundaries are indicated by

gray. Features that allow the microarchitecture to achieve high

speed are as follows.

The shifter and ALU reside in separate stages. The ARM in-

struction set allows a shift followed by an ALU operation in a

single instruction. Previous implementations limited frequency

by having the shift and ALU in a single stage. Splitting this op-

eration reduces the critical ALU bypass path by approximately

1/3. The extra pipeline hazard introduced when an instruction is

immediately followed by one requiring that the result be shifted

is infrequent.

Decoupled Instruction Fetch.A two-instruction deep queue is

implemented between the second fetch and instruction decode

pipe stages. This allows stalls generated later in the pipe to be

deferred by one or more cycles in the earlier pipe stages, thereby

allowing instruction fetches to proceed when the pipe is stalled,

and also relieves stall speed paths in the instruction fetch and

branch prediction units.

Deferred register dependency stalls. While register depen-

dencies are checked in the RF stage, stalls due to these hazards

are deferred until the X1 stage. All the necessary operands are

then captured from result-forwarding busses as the results are

returned to the register file.

One of the major goals of the design was to minimize the en-

ergy consumed to complete a given task. Conventional wisdom

has been that shorter pipelines are more efficient due to re-

Hit time is directly tied to 
clock rate of CPU.

If left unchecked, it 
increases when cache size 
and associativity 
increases.

Note that XScale 
pipelines both instruction 
and data caches, adding 
stages to the CPU 
pipeline.

State machine design issue: pipelining cache control!
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   Common bug: When to write to cache?

To

CPU

To

Lower

Level

Memory

To

CPU

To

Lower

Level

Memory

TagsBlocks

Addr

Din

Dout

Addr

Din

Dout

State Machine

Control

Control Control

A1. If no write-allocate ... when address is already in the cache.

A2. Always: we do allocate on write.

Issue: Must check tag before writing, or else          
    may overwrite the wrong address!
Options: Stall and do tag check, or pipeline check.
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The cache design spectrum: from
direct mapped to fully associative.

AMAT (Ave. Memory Access Time) = 
Hit Time + (Miss Rate x Miss Penalty)

Cache design bugs are usually 
from cache specification errors.

Cache misses: conflict, capacity,
compulsory, and coherency.

Key ideas about caches ...
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Influential memory systems paper 
by Norm Jouppi

(then at DEC, now at Google)

We look at it in depth ...

Improving Direct-Mapped Cache Performance by the Addition 
of a Small Fully-Associative Cache and Prefetch Buffers 

Norman P. Jouppi 
Digital Equipment Corporation Westem Research Lab 

100 Hamilton Ave.. Palo Alto, CA 94301 

Abstract 

Projections of computer technology forecast proces- 
sors with peak performance of 1,000 MIPS in the rela- 
tively near future. These processors could easily lose 
half or more of their performance in the memory hierar- 
chy if the hierarchy design is based on conventional 
caching techniques. This paper presents hardware tech- 
niques to improve the performance of caches. 

Miss caching places a small fully-associative cache 
between a cache and its refill path. Misses in the cache 
that hit in the miss cache have only a one cycle miss 
penalty, as o posed to a many cycle miss penalty without 
the miss cacke. Small miss caches of 2 to 5 entries are 
shown to be very effective in removing mapping conflict 
misses in first-level direct-mapped caches. 

Victim caching is an improvement to miss caching 
that loads the small fully-associative cache with the vic- 
tim of a miss and not the requested line. Small victim 
caches of 1 to 5 entries are even more effective at remov- 
ing conflict misses than miss caching. 

refetch cache lines starting at a 
cache miss address. $he prefetched data is placed in the 
buffer and not in the cache. Stream buffers are useful in 
removing capacity and compulsory cache misses, as well 
as some instruction cache conflict misses. Stream buf- 
fers are more effective than previously investigated 
prefetch techni ues at using the next slower level in the 
memory hierarAy when it is pipelined. An extension to 
the basic stream buffer, called multi-way stream buffers, 
is introduced. Multi-way stream buffers are useful for 
prefetching along multiple intertwined data reference 
streams. 

Together, victim caches and stream buffers reduce 
the miss rate of the first level in the cache hierarchy by a 
factor of two to three on a set of s1x large benchmarks. 

Stream buffers 

1. Introduction 
Cache performance is becoming increasingly impor- 

tant since it has a dramatic effect on the performance of 
advanced processors. Table 1-1 lists some cache miss 
times and the effect of a miss on machine performance. 
Over the last decade, cycle time has been decreasing 
much faster than main memory access time. The average 
number of machine cycles per instruction has also been 
decreasing dramatically, especially when the transition 
from CISC machines to RISC machines is included. 
These two effects are multiplicative and result in tremen- 

dous increases in miss cost. For example, a cache miss 
on a VAX 11/780 only costs 60% of the average instruc- 
tion execution. Thus even if every instruction had a 
cache miss, the machine performance would slow down 
by only 60%! However, if a RISC machine like the 
WRL Titan [lo] has a miss, the cost is almost ten in- 
struction times. Moreover, these trends seem to be con- 
tinuing, especially the increasing ratio of memory access 
time to machine cycle time. In the future a cache miss 
all the way to main memory on a superscalar machine 
executing two instructions per cycle could cost well over 
100 instruction times! Even with careful application of 
well-known cache design techniques, machines with 
main memory latencies of over 100 instruction times can 
easily lose over half of their potential performance to the 
memory hierarchy. This makes both hardware and 
software research on advanced memory hierarchies in- 
creasingly important. 
Machine cyc les  cyc le  mem m i s s  m i s s  

per t i m e  time c o s t  c o s t  
i n s t r  (ns) (ns) (cyc les )  ( i n s t r )  ................................................ 

VAX11/780 10.0 200 1200 6 . 6  
WRL Titan 1.4 45 540 12 8.6 

? 0.5 4 280 70 140.0 ................................................ 
Table 1-1: The increasing cost of cache misses 

This paper investigates new hardware techniques for 
increasing the performance of the memory hierarchy. 
Section 2 describes a baseline design using conventional 
caching techniques. The large performance loss due to 
the memory hierarchy is a detailed motivation for the 
techniques discussed in the remainder of the paper. 
Techniques for reducing misses due to mapping conflicts 
(i.e., lack of associativity) are presented in Section 3. An 
extension to prefetch techniques called stream buffering 
is evaluated in Section 4. Section 5 summarizes this 
work and evaluates promising directions for future work. 

2. Baseline Design 
Figure 2-1 shows the range of configurations of in- 

terest in this study. The CPU, floating-point unit, 
memory management unit (e.g., TLB), and first level in- 
struction and data caches are on the same chip or on a 
single high-speed module built with an advanced pack- 
aging technology. (We will refer to the central processor 
as a single chip in the remainder of the paper, but chip or 
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The baseline memory system ... 
that enhancements are trying to improve.

module is implied.) The cycle time off this chip is 3 to 8 
times longer than the instruction issue rate (i.e., 3 to 8 
instructions can issue in one off-chip clock cycle). This 
is obtained either by having a very fast on-chip clock 
(e.g., superpipelining [SI), by issuing many instructions 
per cycle (e.g., superscalar or VLIW), andor by using 
higher speed technologies for the processor chip than for 
the rest of the system (e.g., GaAs VS. BiCMOS). 

The expected size of the on-chip caches varies with 
the implementation technology for the processor, but 
higher-speed technologies generally result in smaller on- 
chip caches. For example, quite large on-chip caches 
should be feasible in CMOS but only small caches are 
feasible in the near term for GaAs or bi olar processors. 
Thus, although GaAs and bipolar are &er, the higher 
miss  rate from their smaller caches tends to decrease the 
actual system performance ratio between GaAs or 
bipolar machines and dense CMOS machines to less than 
the ratio between their gate speeds. In all cases the first- 
level caches are assumed to be direct-mapped, since this 
results in the fastest effective access time [7]. Line sizes 
in the on-chip caches are most likely in the range of 16B 
to 32B. The data cache may be either write-through or 
write-back, but this paper does not examine those 
tradeoffs. 

ratio of 
approx. 
7-16X 

I I 1  I 1  

DatalnT I Da&"t\ ratio of 
Access time , , I A,dp"ssL , I .j, , , ,) a ~ ~ r o x ~ ' a ~  

Maln memoty interleaved >= 16-way 
512MB - 4 OB Main memory access: 

160 - 320 ns 

Figure 2-1: Baseline design 

The second-level cache is assumed to range from 
512KB to 16MB, and to be built from very high speed 
static RAMS. It is assumed to be direct-mapped for the 
same reasons as the first-level caches. For caches of this 
size access times of 16 to 3011s are likely. This yields an 
access time for the cache of 4 to 30 instruction times. 
The relative speed of the processor as compared to the 
access time of the cache implies that the second-level 
cache must be pipelined in order for it to provide suf- 
ficient bandwidth. For example, consider the case where 
the fist-level cache is a write-through cache. Since 
stores typically occur at an average rate of 1 in every 6 or 
7 instructions, an unpipelined extemal cache would not 
have even enough bandwidth to handle the store traffic 
for access times greater than seven instruction times. 
Caches have been pipelined in mainframes for a number 
of years [12], but this is a recent development for 
workstations. Recently cache chips with ECL YO'S and 
registers or latches on their inputs and outputs have ap- 
peared; these are ideal for pipelined caches. The number 

of pipeline stages in a second-level cache access could be 
2 or 3 depending on whether the pipestage going from 
the processor chip to the cache chips and the pipestage 
returning from the cache chips to the processor are full or 
half pipestages. 

In order to provide sufficient memory for a proces- 
sor of this speed (e.g., several megabytes per MIP), main 
memory should be in the range of 512MB to 4GB. This 
means that even if 16Mb DRAMs are used that it will 
contain roughly a thousand DRAMs. The main memory 
system probably will take about ten times longer for an 
access than the second-level cache. This access time is 
easily dominated by the time required to fan out address 
and data signals among a thousand DRAMS spread over 
many cards. Thus even with the advent of faster 
DRAMs, the access time for main memory may stay 
roughly the same. The relatively large access time for 
main memory in tum requires that second-level cache 
line sizes of 128 or 256B are needed. As a counter 
example, consider the case where only 16B are retumed 
after 32011s. This is a bus bandwidth of 5OMB/sec. 
Since a 10 MIP processor with this bus bandwidth would, 
be bus-bandwidth limited in copying from one memory 
location to another [ll],  little extra erformance would 
be obtained by the use of a 100 to lJO0 MIP processor. 
This is an important consideration in the system perfor- 
mance of a processor. 

Several observations are in order on the baseline 
system. First, the memory hierarchy of the system is 
actually quite similar to that of a machine like the VAX 
11/780 [3,4], only each level in the hierarchy has moved 
one step closer to the CPU. For example, the 8KB 
board-level cache in the 780 has moved on-chip. The 
512KB to 16MB main memory on early VAX models 
has become the board-level cache. Just as in the 780's 
main memory, the incoming transfer size is large 
(128-256B here vs. 512B pages in the VAX). The main 
memory in this system is of similar size to the disk sub- 
systems of the early 780's and performs similar functions 
such as paging and file system caching. 

The actual parameters assumed for our baseline sys- 
tem are 1,000 MIPS peak instruction issue rate, separate 
4KB first-level instruction and data caches with 16B 
lines, and a 1MB second-level cache with 128B lines. 
The miss penalties are assumed to be 24 instruction times 
for the first level and 320 instruction times for the second 
level. The characteristics of the test programs used in 
this study are given in Table 2-1. These benchmarks are 
reasonably long in comparison with most traces in use 
today, however the effects of multiprocessing have not 
been modeled in this work. The first-level cache miss 
rates of these programs running on the baseline system 
configuration are given in Table 2-2. 
program dynamic data total program 
name instr. refs. refs. type ................................................ 
ccom 31.5M 
grr 134.2M 
yacc 51. OM 
met 99.4M 
linpack 144.8M 
liver 23.6M 

total 484.5M 
_--------------- 

14. OM 
59.2M 
16.7M 
50.3M 
40.7M 
7.4M 

188.3M 
- - - - - - - - 

45.51 C compiler 
193.413 PC board CAD 
67.71 Unix utility 
149.71 PC board CAD 
185.51 100x100 numeric 
31.OM LEX (numeric) 

.-__-_----_______________ 
672.8M 

Table 2-1: Test program characteristics 
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The second-level cache is assumed to range from 
512KB to 16MB, and to be built from very high speed 
static RAMS. It is assumed to be direct-mapped for the 
same reasons as the first-level caches. For caches of this 
size access times of 16 to 3011s are likely. This yields an 
access time for the cache of 4 to 30 instruction times. 
The relative speed of the processor as compared to the 
access time of the cache implies that the second-level 
cache must be pipelined in order for it to provide suf- 
ficient bandwidth. For example, consider the case where 
the fist-level cache is a write-through cache. Since 
stores typically occur at an average rate of 1 in every 6 or 
7 instructions, an unpipelined extemal cache would not 
have even enough bandwidth to handle the store traffic 
for access times greater than seven instruction times. 
Caches have been pipelined in mainframes for a number 
of years [12], but this is a recent development for 
workstations. Recently cache chips with ECL YO'S and 
registers or latches on their inputs and outputs have ap- 
peared; these are ideal for pipelined caches. The number 

of pipeline stages in a second-level cache access could be 
2 or 3 depending on whether the pipestage going from 
the processor chip to the cache chips and the pipestage 
returning from the cache chips to the processor are full or 
half pipestages. 

In order to provide sufficient memory for a proces- 
sor of this speed (e.g., several megabytes per MIP), main 
memory should be in the range of 512MB to 4GB. This 
means that even if 16Mb DRAMs are used that it will 
contain roughly a thousand DRAMs. The main memory 
system probably will take about ten times longer for an 
access than the second-level cache. This access time is 
easily dominated by the time required to fan out address 
and data signals among a thousand DRAMS spread over 
many cards. Thus even with the advent of faster 
DRAMs, the access time for main memory may stay 
roughly the same. The relatively large access time for 
main memory in tum requires that second-level cache 
line sizes of 128 or 256B are needed. As a counter 
example, consider the case where only 16B are retumed 
after 32011s. This is a bus bandwidth of 5OMB/sec. 
Since a 10 MIP processor with this bus bandwidth would, 
be bus-bandwidth limited in copying from one memory 
location to another [ll],  little extra erformance would 
be obtained by the use of a 100 to lJO0 MIP processor. 
This is an important consideration in the system perfor- 
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Several observations are in order on the baseline 
system. First, the memory hierarchy of the system is 
actually quite similar to that of a machine like the VAX 
11/780 [3,4], only each level in the hierarchy has moved 
one step closer to the CPU. For example, the 8KB 
board-level cache in the 780 has moved on-chip. The 
512KB to 16MB main memory on early VAX models 
has become the board-level cache. Just as in the 780's 
main memory, the incoming transfer size is large 
(128-256B here vs. 512B pages in the VAX). The main 
memory in this system is of similar size to the disk sub- 
systems of the early 780's and performs similar functions 
such as paging and file system caching. 

The actual parameters assumed for our baseline sys- 
tem are 1,000 MIPS peak instruction issue rate, separate 
4KB first-level instruction and data caches with 16B 
lines, and a 1MB second-level cache with 128B lines. 
The miss penalties are assumed to be 24 instruction times 
for the first level and 320 instruction times for the second 
level. The characteristics of the test programs used in 
this study are given in Table 2-1. These benchmarks are 
reasonably long in comparison with most traces in use 
today, however the effects of multiprocessing have not 
been modeled in this work. The first-level cache miss 
rates of these programs running on the baseline system 
configuration are given in Table 2-2. 
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The effects of these miss rates are given graphically 
in Figure 2-2. The region below the solid line gives the 
net performance of the system, while the region above 
the solid line gives the performance lost in the memory 
hierarchy. For example, the difference between the top 
dotted line and the bottom dotted line gives the perfor- 
mance lost due to first-level data cache misses. As can 
be seen in Figure 2-2, most benchmarks lose over half of 
their potential performance in first level cache misses. 
Only relatively small amounts of performance are lost to 
second-level cache misses. This is primarily due to the 
large second-level cache size in comparison to the size of 
the programs executed. Longer traces [2] of larger 
programs exhibit significant numbers of second-level 
cache misses. Since the test suite used in this paper is 
too small for significant second-level cache activity, 
second-level cache misses will not be investigated in 
detail, but will be left to future work. 

program baseline miss rate 
name instr . data 

ccom 0.096 0.120 
grr 0.061 0.062 
yacc 0.028 0.040 
met 0.017 0.039 
linpack 0.000 0.144 
liver 0.000 0.273 

.................................... 

.................................... 
Table 2-2: Baseline system first-level cache miss rates 

m 

------El- - - - - - -  

a Lost due to ,?.. L1 D-cache misses 

Lost due to 
500 L1 I-cache misses 

400 

Program instruction execution q/ 
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1 2 3 4 5 6 
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Figure 2-2: Baseline design performance 

Since the exact parameters assumed are at the ex- 
treme end of the ranges described (maximum perfor- 
mance processor with minimum size caches), other con- 
figurations would lose proportionally less performance in 
their memory hierarchy. Nevertheless, any configuration 
in the range of interest will lose a substantial proportion 
of its potential performance in the memory hierarchy. 
This means that the greatest leverage on system perfor- 
mance will be obtained by improving the memory hierar- 
chy Performance, and not by attempting to further in- 
crease the performance of the CPU (e.g., by more ag- 
gressive parallel issuing of instructions). Techniques for 
improving the performance of the baseline memory 

hierarchy at low cost are the subject of the remainder of 
this paper. Finally, in order to avoid compromising the 
performance of the CPU core (comprising of the CPU, 
FPU, MMU, and first level caches), any additional 
hardware required by the techniques to be investigated 
should reside outside the CPU core (i.e., below the f i s t  
level caches). By doing this the additional hardware will' 
only be involved during cache misses, and therefore will 
not be in the critical path for normal instruction execu- 
tion. 

3. Reducin Conflict Misses: Miss Caching and 
Victim (!aching 

Misses in caches can be classified into four 
categones: conflict, compulsory, capacity PI, and 
coherence. Conflict misses are misses that would not 
occur if the cache was fully-associative and had LRU 
replacement. Compulsory misses are misses required in 
any cache organization because they are the first 
references to an instruction or piece of data. Capacity 
misses occur when the cache size is not sufficient to hold 
data between references. Coherence misses are misses 
that occur as a result of invalidation to preserve mul- 
tiprocessor cache consistency. 

Even though direct-mapped caches have more con- 
flict misses due to their lack of associativity, their perfor- 
mance is still better than set-associative caches when the 
access time costs for hits are considered. In fact, the 
direct-mapped cache is the only cache configuration 
where the critical path is merely the time required to 
access a RAM [9]. Conflict misses typically account for 
between 20% and 40% of all direct-mapped cache 
misses [7]. Figure 3-1 details the percentage of misses 
due to conflicts for our test suite. On average 39% of the 
first-level data cache misses are due to conflicts, and 
29% of the first-level instruction cache misses are due to 
conflicts. Since these are significant percentages, it 
would be nice to "have our cake and eat it too" by some- 
how providing additional associativity without adding to 
the critical access path for a direct-mapped cache. 
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3.1. Miss Caching 
We can add associativity to a direct-mapped cache 

by placing a small miss cache on-chip between a first- 
level cache and the access port to the second-level cache 
(Figure 3-2). A miss cache is a small fully-associative 
cache containing on the order of two to five cache lines 
of data. When a miss occurs, data is retumed not only to 
the direct-mapped cache, but also to the miss cache un- 
der it, where it replaces the least recently used item. 
Each time the upper cache is probed, the miss cache is 
probed as well. If a miss occurs in the upper cache but 
the address hits in the miss cache, then the direct-mapped 
cache can be reloaded in the next cycle from the miss 
cache. This replaces a long off-chip miss penalty with a 
short one-cycle on-chip miss. This arrangement satisfies 
the requirement that the critical path is not worsened, 
since the miss cache itself is not in the normal critical 
path of processor execution. 

From promssor To processor 

1 ,el Dired-mapped 

MRU entry 

Fully-associative 
miss cache 

LRU entry 

To next lower cache From next lower cache 

Figure 3-2: Miss cache organization 

The success of different miss cache organizations at 
removing conflict misses is shown in Figure 3-3. The 
fist  observation to be made is that many more data con- 
flict misses are removed by the miss cache than instruc- 
tion conflict misses. This can be explained as follows. 
Instruction conflicts tend to be widely spaced because 
the instructions within one procedure will not conflict 
with each other as long as the procedure size is less than 
the cache size, which is almost always the case. Instruc- 
tion conflict misses are most likely when another proce- 
dure is called. The target procedure may map anywhere 
with respect to the calling procedure, possibly resulting 
in a large overlap. Assuming at least 60 different in- 
structions are executed in each procedure, the conflict 
misses would span more than the 15 lines in the max- 
imum size miss cache tested. In other words, a small 
miss cache could not contain the entire overlap and so 
would be reloaded repeatedly before it could be used. 
This type of reference pattem exhibits the worst miss 
cache performance. 

Data conflicts, on the other hand, can be quite 
closely spaced. Consider the case where two character 
strings are being compared. If the points of comparison 
of the two strings happen to map to the same line, alter- 
nating references to different strings will always miss in 
the cache. In this case a miss cache of only two entries 

would remove all of the conflict misses. Obviously this 
is another extreme of performance and the results in 
Figure 3-3 show a range of performance based on the 
program involved. Nevertheless, for 4KB data caches a 
miss cache of only 2 entries can remove 25% percent of 
the data cache conflict misses on average,' or 13% of the 
data cache misses overall. If the miss cache is increased 
to 4 entries, 36% percent of the conflict misses can be 
removed, or 18% of the data cache misses overall. After 
four entries the improvement from additional miss cache 
entries is minor, only increasing to a 25% overall reduc- 
tion in data cache misses if 15 entries are provided. 
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Figure 3-3: Conflict misses removed by miss caching 

Since doubling the data cache size results in a 32% 
reduction in misses (over this set of benchmarks when 
increasing data cache size from 4K to 8K), each ad- 
ditional line in the first level cache reduces the number 
of misses by approximately 0.13%. Although the miss 
cache requires more area per bit of storage than lines in 
the data cache, each line in a two line miss cache effects 
a 50 times larger marginal improvement in the miss rate, 
so this should more than cover any differences in layout 
size. 

Comparing Figure 3-3 and Figure 3-1, we see that 
the higher the percentage of misses due to conflicts, the 
more effective the miss cache is at eliminating them. For 
example, in Figure 3-1 met has by far the highest ratio of 
conflict misses to total data cache misses. Similarly, grr 
and yucc also have greater than average percentages of 
conflict misses, and the miss cache helps these programs 
significantly as well. linpack and ccom have the lowest 

'Throughout t h i s  paper the average reduction in miss rates is used as 
a metric. This is computed by calculating the percent reduction in miss 
rate for each benchmark, and then taking the average of these per- 
centages. This has the advantage that it is independent of the number 
of memory references made by each program. Furthermore, if two 
programs have widely different m i s s  rates, the average percent reduc- 
tion in miss rate gives equal weighting to each benchmark. This is in 
contrast with the percent reduction in average miss rate, which weiqts 
the program with the highest miss rate most heavily. 
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Miss Cache: Small. Fully-associative. LRU replacement.  
Checked in parallel with the L1 cache. 
If L1 and miss cache both miss, the data block returned 
by the next-lower cache is placed in L1 and miss cache.

percentage of conflict misses, and the miss cache 
removes the lowest percentage of conflict misses from 
these programs. This results from the fact that if a 
program has a large percentage of data conflict misses 
then they must be clustered to some extent because of 
their overall density. This does not prevent programs 
with a small number of conflict misses such as liver from 
benefiting from a miss cache, but it seems that as the 
percentage of conflict misses increases, the percentage of 
these misses removable by a miss cache increases. 

3.2. Victim Caching 
Consider a system with a direct-mapped cache and a 

miss cache. When a miss occurs, data is loaded into both 
the miss cache and the direct-mapped cache. In a sense, 
this duplication of data wastes storage space in the miss 
cache. The number of duplicate items in the miss cache 
can range from one (in the case where all items in the 
miss cache map to the same line in the direct-mapped 
cache) to all of the entries (in the case where a series of 
misses occur which do not hit in the miss cache). 

To make better use of the miss cache we can use a 
different replacement algorithm for the small fully- 
associative cache [5] .  Instead of loading the requested 
data into the miss  cache on a miss, we can load the 
fully-associative cache with the victim line from the 
direct-mapped cache instead. We call this victim caching 
(see Figure 3-4). With victim caching, no data line ap- 
pears both in the direct-mapped cache and the victim 
cache. This follows from the fact that the victim cache is 
loaded only with items thrown out from the direct- 
mapped cache. In the case of a miss in the direct- 
mapped cache that hits in the victim cache, the contents 
of the direct-mapped cache line and the matching victim 
cache line are swapped. 

Data lo processor 

I' 

Dmparalor I one cache line of data 
:omparator I one cache line oldata 
:omparator I one cache line of data 

T I 

Direclmapped 
cache 

RU en'ry 

Fully-associative 
victim cache 

I 

Figure 3-4: Victim cache organization 

Depending on the reference stream, victim caching 
can either be a small or significant improvement over 
miss caching. The magnitude of this benefit depends on 
the amount of duplication in the miss cache. Victim 
caching is always an improvement over miss caching. 

As an example, consider an instruction reference 
stream that calls a small procedure in its inner loop that 
conflicts with the loop body. If the total number of con- 

flicting lines between the procedure and loop body were 
larger than the miss cache, the miss cache would be of no 
value since misses at the beginning of the loop would be 
flushed out by later misses before execution returned to 
the beginning of the loop. If a victim cache is used 
instead, however, the number of conflicts in the loop that 
can be captured is doubled compared to that stored by a 
miss cache. This is because one set of conflicting in- 
structions lives in the direct-mapped cache, while the 
other lives in the victim cache. As execution proceeds 
around the loop and through the procedure call these 
items trade places. 

The percentage of conflict misses removed by vic- 
tim caching is given in Figure 3-5. Note that victim 
caches consisting of just one line are useful, in contrast 
to miss caches which must have two lines to be useful. 
All of the benchmarks have improved performance in 
comparison to miss caches, but instruction cache perfor- 
mance and the data cache performance of benchmarks 
that have conflicting long sequential reference streams 
(e.g., ccom and linpack) improve the most. 
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Figure 3-5: Conflict misses removed by victim caching 

3.3. The Effect of Direct-Mapped Cache Size on 
Victim Cache Performance 
Figure 3-6 shows the performance of 1, 2,4, and 15 

entry victim caches when backing up direct-mapped data 
caches of varying sizes. In general smaller direct- 
mapped caches benefit the most from the addition of a 
victim cache. Also shown for reference is the total per- 
centage of conflict misses for each cache size. There are 
two factors to victim cache performance versus direct- 
mapped cache size. First, as the direct-mapped cache 
increases in size, the relative size of the victim cache 
becomes smaller. Since the direct-mapped cache gets 
larger but keeps the same line size (16B), the likelihood 
of a tight mapping conflict which would be easily 
removed by victim caching is reduced. Second, the per- 
centage of conflict misses decreases slightly from I D  
to 32KB. As we have seen previously, as the percentage 
of conflict misses decreases, the percentage of these 
misses removed by the victim cache decreases. The first 
effect dominates, however, since as the percentage of 
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Second idea: 
Victim cache

Victim Cache: Small. Fully-associative. LRU replacement.  
Checked in parallel with the L1 cache. 
If L1 and miss cache both miss, the data block removed 
from the L1 cache is placed into the victim cache.

percentage of conflict misses, and the miss cache 
removes the lowest percentage of conflict misses from 
these programs. This results from the fact that if a 
program has a large percentage of data conflict misses 
then they must be clustered to some extent because of 
their overall density. This does not prevent programs 
with a small number of conflict misses such as liver from 
benefiting from a miss cache, but it seems that as the 
percentage of conflict misses increases, the percentage of 
these misses removable by a miss cache increases. 

3.2. Victim Caching 
Consider a system with a direct-mapped cache and a 

miss cache. When a miss occurs, data is loaded into both 
the miss cache and the direct-mapped cache. In a sense, 
this duplication of data wastes storage space in the miss 
cache. The number of duplicate items in the miss cache 
can range from one (in the case where all items in the 
miss cache map to the same line in the direct-mapped 
cache) to all of the entries (in the case where a series of 
misses occur which do not hit in the miss cache). 

To make better use of the miss cache we can use a 
different replacement algorithm for the small fully- 
associative cache [5] .  Instead of loading the requested 
data into the miss  cache on a miss, we can load the 
fully-associative cache with the victim line from the 
direct-mapped cache instead. We call this victim caching 
(see Figure 3-4). With victim caching, no data line ap- 
pears both in the direct-mapped cache and the victim 
cache. This follows from the fact that the victim cache is 
loaded only with items thrown out from the direct- 
mapped cache. In the case of a miss in the direct- 
mapped cache that hits in the victim cache, the contents 
of the direct-mapped cache line and the matching victim 
cache line are swapped. 
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Figure 3-4: Victim cache organization 

Depending on the reference stream, victim caching 
can either be a small or significant improvement over 
miss caching. The magnitude of this benefit depends on 
the amount of duplication in the miss cache. Victim 
caching is always an improvement over miss caching. 

As an example, consider an instruction reference 
stream that calls a small procedure in its inner loop that 
conflicts with the loop body. If the total number of con- 

flicting lines between the procedure and loop body were 
larger than the miss cache, the miss cache would be of no 
value since misses at the beginning of the loop would be 
flushed out by later misses before execution returned to 
the beginning of the loop. If a victim cache is used 
instead, however, the number of conflicts in the loop that 
can be captured is doubled compared to that stored by a 
miss cache. This is because one set of conflicting in- 
structions lives in the direct-mapped cache, while the 
other lives in the victim cache. As execution proceeds 
around the loop and through the procedure call these 
items trade places. 

The percentage of conflict misses removed by vic- 
tim caching is given in Figure 3-5. Note that victim 
caches consisting of just one line are useful, in contrast 
to miss caches which must have two lines to be useful. 
All of the benchmarks have improved performance in 
comparison to miss caches, but instruction cache perfor- 
mance and the data cache performance of benchmarks 
that have conflicting long sequential reference streams 
(e.g., ccom and linpack) improve the most. 
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Figure 3-5: Conflict misses removed by victim caching 

3.3. The Effect of Direct-Mapped Cache Size on 
Victim Cache Performance 
Figure 3-6 shows the performance of 1, 2,4, and 15 

entry victim caches when backing up direct-mapped data 
caches of varying sizes. In general smaller direct- 
mapped caches benefit the most from the addition of a 
victim cache. Also shown for reference is the total per- 
centage of conflict misses for each cache size. There are 
two factors to victim cache performance versus direct- 
mapped cache size. First, as the direct-mapped cache 
increases in size, the relative size of the victim cache 
becomes smaller. Since the direct-mapped cache gets 
larger but keeps the same line size (16B), the likelihood 
of a tight mapping conflict which would be easily 
removed by victim caching is reduced. Second, the per- 
centage of conflict misses decreases slightly from I D  
to 32KB. As we have seen previously, as the percentage 
of conflict misses decreases, the percentage of these 
misses removed by the victim cache decreases. The first 
effect dominates, however, since as the percentage of 

368 

Authorized licensed use limited to: Malardalen University. Downloaded on September 1, 2009 at 09:11 from IEEE Xplore.  Restrictions apply. 

L1 Cache

“Victim Cache”

50Thursday, February 27, 14



Victim Cache

percentage of conflict misses, and the miss cache 
removes the lowest percentage of conflict misses from 
these programs. This results from the fact that if a 
program has a large percentage of data conflict misses 
then they must be clustered to some extent because of 
their overall density. This does not prevent programs 
with a small number of conflict misses such as liver from 
benefiting from a miss cache, but it seems that as the 
percentage of conflict misses increases, the percentage of 
these misses removable by a miss cache increases. 

3.2. Victim Caching 
Consider a system with a direct-mapped cache and a 

miss cache. When a miss occurs, data is loaded into both 
the miss cache and the direct-mapped cache. In a sense, 
this duplication of data wastes storage space in the miss 
cache. The number of duplicate items in the miss cache 
can range from one (in the case where all items in the 
miss cache map to the same line in the direct-mapped 
cache) to all of the entries (in the case where a series of 
misses occur which do not hit in the miss cache). 

To make better use of the miss cache we can use a 
different replacement algorithm for the small fully- 
associative cache [5] .  Instead of loading the requested 
data into the miss  cache on a miss, we can load the 
fully-associative cache with the victim line from the 
direct-mapped cache instead. We call this victim caching 
(see Figure 3-4). With victim caching, no data line ap- 
pears both in the direct-mapped cache and the victim 
cache. This follows from the fact that the victim cache is 
loaded only with items thrown out from the direct- 
mapped cache. In the case of a miss in the direct- 
mapped cache that hits in the victim cache, the contents 
of the direct-mapped cache line and the matching victim 
cache line are swapped. 
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Figure 3-4: Victim cache organization 

Depending on the reference stream, victim caching 
can either be a small or significant improvement over 
miss caching. The magnitude of this benefit depends on 
the amount of duplication in the miss cache. Victim 
caching is always an improvement over miss caching. 

As an example, consider an instruction reference 
stream that calls a small procedure in its inner loop that 
conflicts with the loop body. If the total number of con- 

flicting lines between the procedure and loop body were 
larger than the miss cache, the miss cache would be of no 
value since misses at the beginning of the loop would be 
flushed out by later misses before execution returned to 
the beginning of the loop. If a victim cache is used 
instead, however, the number of conflicts in the loop that 
can be captured is doubled compared to that stored by a 
miss cache. This is because one set of conflicting in- 
structions lives in the direct-mapped cache, while the 
other lives in the victim cache. As execution proceeds 
around the loop and through the procedure call these 
items trade places. 

The percentage of conflict misses removed by vic- 
tim caching is given in Figure 3-5. Note that victim 
caches consisting of just one line are useful, in contrast 
to miss caches which must have two lines to be useful. 
All of the benchmarks have improved performance in 
comparison to miss caches, but instruction cache perfor- 
mance and the data cache performance of benchmarks 
that have conflicting long sequential reference streams 
(e.g., ccom and linpack) improve the most. 
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Figure 3-5: Conflict misses removed by victim caching 

3.3. The Effect of Direct-Mapped Cache Size on 
Victim Cache Performance 
Figure 3-6 shows the performance of 1, 2,4, and 15 

entry victim caches when backing up direct-mapped data 
caches of varying sizes. In general smaller direct- 
mapped caches benefit the most from the addition of a 
victim cache. Also shown for reference is the total per- 
centage of conflict misses for each cache size. There are 
two factors to victim cache performance versus direct- 
mapped cache size. First, as the direct-mapped cache 
increases in size, the relative size of the victim cache 
becomes smaller. Since the direct-mapped cache gets 
larger but keeps the same line size (16B), the likelihood 
of a tight mapping conflict which would be easily 
removed by victim caching is reduced. Second, the per- 
centage of conflict misses decreases slightly from I D  
to 32KB. As we have seen previously, as the percentage 
of conflict misses decreases, the percentage of these 
misses removed by the victim cache decreases. The first 
effect dominates, however, since as the percentage of 

368 

Authorized licensed use limited to: Malardalen University. Downloaded on September 1, 2009 at 09:11 from IEEE Xplore.  Restrictions apply. 

3.1. Miss Caching 
We can add associativity to a direct-mapped cache 

by placing a small miss cache on-chip between a first- 
level cache and the access port to the second-level cache 
(Figure 3-2). A miss cache is a small fully-associative 
cache containing on the order of two to five cache lines 
of data. When a miss occurs, data is retumed not only to 
the direct-mapped cache, but also to the miss cache un- 
der it, where it replaces the least recently used item. 
Each time the upper cache is probed, the miss cache is 
probed as well. If a miss occurs in the upper cache but 
the address hits in the miss cache, then the direct-mapped 
cache can be reloaded in the next cycle from the miss 
cache. This replaces a long off-chip miss penalty with a 
short one-cycle on-chip miss. This arrangement satisfies 
the requirement that the critical path is not worsened, 
since the miss cache itself is not in the normal critical 
path of processor execution. 

From promssor To processor 

1 ,el Dired-mapped 

MRU entry 

Fully-associative 
miss cache 

LRU entry 

To next lower cache From next lower cache 

Figure 3-2: Miss cache organization 

The success of different miss cache organizations at 
removing conflict misses is shown in Figure 3-3. The 
fist  observation to be made is that many more data con- 
flict misses are removed by the miss cache than instruc- 
tion conflict misses. This can be explained as follows. 
Instruction conflicts tend to be widely spaced because 
the instructions within one procedure will not conflict 
with each other as long as the procedure size is less than 
the cache size, which is almost always the case. Instruc- 
tion conflict misses are most likely when another proce- 
dure is called. The target procedure may map anywhere 
with respect to the calling procedure, possibly resulting 
in a large overlap. Assuming at least 60 different in- 
structions are executed in each procedure, the conflict 
misses would span more than the 15 lines in the max- 
imum size miss cache tested. In other words, a small 
miss cache could not contain the entire overlap and so 
would be reloaded repeatedly before it could be used. 
This type of reference pattem exhibits the worst miss 
cache performance. 

Data conflicts, on the other hand, can be quite 
closely spaced. Consider the case where two character 
strings are being compared. If the points of comparison 
of the two strings happen to map to the same line, alter- 
nating references to different strings will always miss in 
the cache. In this case a miss cache of only two entries 

would remove all of the conflict misses. Obviously this 
is another extreme of performance and the results in 
Figure 3-3 show a range of performance based on the 
program involved. Nevertheless, for 4KB data caches a 
miss cache of only 2 entries can remove 25% percent of 
the data cache conflict misses on average,' or 13% of the 
data cache misses overall. If the miss cache is increased 
to 4 entries, 36% percent of the conflict misses can be 
removed, or 18% of the data cache misses overall. After 
four entries the improvement from additional miss cache 
entries is minor, only increasing to a 25% overall reduc- 
tion in data cache misses if 15 entries are provided. 
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Figure 3-3: Conflict misses removed by miss caching 

Since doubling the data cache size results in a 32% 
reduction in misses (over this set of benchmarks when 
increasing data cache size from 4K to 8K), each ad- 
ditional line in the first level cache reduces the number 
of misses by approximately 0.13%. Although the miss 
cache requires more area per bit of storage than lines in 
the data cache, each line in a two line miss cache effects 
a 50 times larger marginal improvement in the miss rate, 
so this should more than cover any differences in layout 
size. 

Comparing Figure 3-3 and Figure 3-1, we see that 
the higher the percentage of misses due to conflicts, the 
more effective the miss cache is at eliminating them. For 
example, in Figure 3-1 met has by far the highest ratio of 
conflict misses to total data cache misses. Similarly, grr 
and yucc also have greater than average percentages of 
conflict misses, and the miss cache helps these programs 
significantly as well. linpack and ccom have the lowest 

'Throughout t h i s  paper the average reduction in miss rates is used as 
a metric. This is computed by calculating the percent reduction in miss 
rate for each benchmark, and then taking the average of these per- 
centages. This has the advantage that it is independent of the number 
of memory references made by each program. Furthermore, if two 
programs have widely different m i s s  rates, the average percent reduc- 
tion in miss rate gives equal weighting to each benchmark. This is in 
contrast with the percent reduction in average miss rate, which weiqts 
the program with the highest miss rate most heavily. 
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Third idea:
Streaming
prefetch
buffer
(FIFO)

one. When a block undergoes a zero to one transition its 
successor block is prefetched. This can reduce the num- 
ber of misses in a purely sequential reference stream to 
zero, if fetching is fast enough. Unfortunately the large 
latencies in the base system can make this impossible. 
Consider Figure 4-1, which gives the amount of time (in 
instruction issues) until a prefetched line is required 
during the execution of cconz. Not surprisingly, since the 
line size is four instructions, prefetched lines must be 
received within four instruction-times to keep up with 
the machine on uncached straight-line code. Because the 
base system second-level cache takes many cycles to ac- 
cess, and the machine may actually issue many instruc- 
tions per cycle, tagged prefetch may only have a one- 
cycle-out-of-many head start on providing the required 
instructions. 

ccom I-cache prefetch, 16B lines 

loo 1 

Figure 4-1: Limited time for prefetch 
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skipping any lines. In this simple model non-sequential 
line misses will cause a stream buffer to be flushed and 
restarted at the miss address even if the requested line is 
already present further down in the queue. 

When a line is moved from a stream buffer to the 
cache, the entries in the stream buffer can shift up by one 
and a new successive address is fetched. The pipelined 
interface to the second level allows the buffer to be filled 
at the maximum bandwidth of the second level cache, 
and many cache lines can be in the process of being 
fetched simultaneously. For example, assume the 
latency to refill a 16B line on a instruction cache miss is 
12 cycles. Consider a memory interface that is pipelined 
and can accept a new line request every 4 cycles. A 
four-entry stream buffer can provide 4B instructions at a 
rate of one per cycle by having three requests outstand- 
ing at all times. Thus during sequential instruction execu- 
tion long latency cache misses will not occur. This is in 
contrast to the performance of tagged prefetch on purely 
sequential reference streams where only one line is being 
prefetched at a time. In that case sequential instructions 
will only be supplied at a bandwidth equal to one instruc- 
tion every three cycles (i.e., 12 cycle latency 1 4  instruc- 
tions per line). 

a one cache line of data Tail entry 

From procwssor I, 

tag and 

What we really need to do is to start the prefetch 
before a tag transition can take place. We can do this 
with a mechanism called a stream buffer (Figure 4-2). A 
stream buffer consists of a series of entries, each consist- 
ing of a tag, an available bit, and a data line. 

When a miss occurs, the stream buffer begins 
prefetching successive lines starting at the miss target. 
As each prefetch request is sent out, the tag for the ad- 
dress is entered into the stream buffer, and the available 
bit is set to false. When the prefetch data returns it is 
placed in the entry with its tag and the available bit is set 
to true. Note that lines after the line requested on the 
miss  are placed in the buffer and not in the cache. This 
avoids polluting the cache with data that may never be 
needed. 

Subsequent accesses to the cache also compare their 
address against the f i t  item stored in the buffer. If a 
reference misses in the cache but hits in the buffer the 
cache can be reloaded in a single cycle from the stream 
buffer. This is much faster than the off-chip miss 
penalty. The stream buffers considered in this section 
are simple FIFO queues, where only the head of the 
queue has a tag comparator and elements removed from 
the buffer must be removed strictly in sequence without 

I 
W n e x t % e r  cache From next lower cache 

Figure 4-2: Sequential stream buffer design 

Figure 4-3 shows the performance of a four-entry 
instruction stream buffer backing a 4KB instruction 
cache and a data stream buffer backing a 4KB data 
cache, each with 16B lines. The graph gives the cumula- 
tive number of misses removed based on the number of 
lines that the buffer is allowed to prefetch after the 
original miss. (In practice the stream buffer would prob- 
ably be allowed to fetch until the end of a virtual 
memory page or a second-level cache line. The major 
reason for lotting stream buffer performance as a func- 
tion of preFetch length is to get a better idea of how far 
streams continue on average.) Most instruction 
references break the purely sequential access pattern by 
the time the 6th successive line is fetched, while many 
data reference pattems end even sooner. The exceptions 
to this appear to be instruction references for liver and 
data references for linpack. liver is probably an anomaly 
since the 14 loops of the program are executed sequen- 
tially, and the first 14 loops do not generally call other 
procedures or do excessive branching, which would 
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Fourth idea:
Multi-way
streaming
prefetch
buffer

Multi-way buffer: 4-FIFO version of the original design.
Allows block streams for 4 misses to proceed in parallel.
If an access misses L1 and all FIFOs, clear LRU FIFO.

cause the sequential miss pattem to break. The data 
reference pattem of linpack can be understood as fol- 
lows. Remember that the stream buffer is only respon- 
sible for providing lines that the cache misses on. The 
inner loop of linpuck (i.e., saxpy) performs an inner 
roduct between one row and the other rows of a matrix. 

Fh e first use of the one row loads it into the cache. After 
that subsequent misses in the cache (except for mapping 
conflicts with the first row) consist of subsequent lines of 
the matrix. Since the matrix is too large to fit in the 
on-chip cache, the whole matrix is passed through the 
cache on each iteration. The stream buffer can do this at 
the maximum bandwidth provided by the second-level 
cache. Of course one prerequisite for this is that the 
reference stream is unit-stride or at most skips to every 
other or every third word. If an array is accessed in the 
non-unit-stride direction (and the other dimensions have 
non-trivial extents) then a stream buffer as presented 
here will be of little benefit. 
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Figure 4-3: Sequential stream buffer performance 

4.2. Multi-Way Stream Buffers 
Overall, the stream buffer presented in the previous 

section could remove 72% of the instruction cache 
misses, but it could only remove 25% of the data cache 
misses. One reason for this is that data references tend to 
consist of interleaved streams of data from different 
sources. In order to improve the performance of stream 
buffers for data references, a multi-way stream buffer 
was simulated (Figure 4-4). It consists of four stream 
buffers in parallel. When a miss occurs in the data cache 
that does not hit in any stream buffer, the stream buffer 
hit least recently is cleared (i.e., LRU replacement) and it 
is started fetching at the miss address. 

Figure 4-5 shows the performance of the multi-way 
stream buffer on our benchmark set. As expected, the 
performance on the instruction stream remains virtually 
unchanged. This means that the simpler single stream 
buffer will suffice for instruction streams. The multi- 
way stream buffer does significantly improve the perfor- 
mance on the data side, however. Overall, the multi-way 
stream buffer can remove 43% of the misses for the six 
programs, almost twice the performance of the single 
stream buffer. Although the matrix operations of liver 

experience the greatest improvement (it changes from 
7% to 60% reduction), all of the programs benefit to 
some extent. 
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Figure 4-4: Four-way stream buffer design 
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Figure 4-5: Four-way stream buffer performance 

4.3. Stream Buffer Performance vs. Cache Size 
Figure 4-6 gives therrformance of single and 4- 

way stream buffers with 1 B lines as a function of cache 
size. The instruction stream buffers have remarkably 
constant performance over a wide range of cache sizes. 
The data stream buffer performance generally im roves 
as the cache size increases. This is especially true for the 
single stream buffer, whose performance increases from 
a 15% reduction in misses for a data cache size of 1KB 
to a 35% reduction in misses for a data cache size of 
128KB. This is probably because as the cache size in- 
creases, it can contain data for reference pattems that 
access several sets of data, or at least all but one of the 
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Multi-Way BufferSingle-Way Buffer

% of all misses removed
Plotted vs number of prefetches that follow a miss.

Each symbol a benchmark.{Solid, dashed} line is L1 {I, D}.

cause the sequential miss pattem to break. The data 
reference pattem of linpack can be understood as fol- 
lows. Remember that the stream buffer is only respon- 
sible for providing lines that the cache misses on. The 
inner loop of linpuck (i.e., saxpy) performs an inner 
roduct between one row and the other rows of a matrix. 

Fh e first use of the one row loads it into the cache. After 
that subsequent misses in the cache (except for mapping 
conflicts with the first row) consist of subsequent lines of 
the matrix. Since the matrix is too large to fit in the 
on-chip cache, the whole matrix is passed through the 
cache on each iteration. The stream buffer can do this at 
the maximum bandwidth provided by the second-level 
cache. Of course one prerequisite for this is that the 
reference stream is unit-stride or at most skips to every 
other or every third word. If an array is accessed in the 
non-unit-stride direction (and the other dimensions have 
non-trivial extents) then a stream buffer as presented 
here will be of little benefit. 
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Figure 4-3: Sequential stream buffer performance 

4.2. Multi-Way Stream Buffers 
Overall, the stream buffer presented in the previous 

section could remove 72% of the instruction cache 
misses, but it could only remove 25% of the data cache 
misses. One reason for this is that data references tend to 
consist of interleaved streams of data from different 
sources. In order to improve the performance of stream 
buffers for data references, a multi-way stream buffer 
was simulated (Figure 4-4). It consists of four stream 
buffers in parallel. When a miss occurs in the data cache 
that does not hit in any stream buffer, the stream buffer 
hit least recently is cleared (i.e., LRU replacement) and it 
is started fetching at the miss address. 

Figure 4-5 shows the performance of the multi-way 
stream buffer on our benchmark set. As expected, the 
performance on the instruction stream remains virtually 
unchanged. This means that the simpler single stream 
buffer will suffice for instruction streams. The multi- 
way stream buffer does significantly improve the perfor- 
mance on the data side, however. Overall, the multi-way 
stream buffer can remove 43% of the misses for the six 
programs, almost twice the performance of the single 
stream buffer. Although the matrix operations of liver 

experience the greatest improvement (it changes from 
7% to 60% reduction), all of the programs benefit to 
some extent. 
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4.3. Stream Buffer Performance vs. Cache Size 
Figure 4-6 gives therrformance of single and 4- 

way stream buffers with 1 B lines as a function of cache 
size. The instruction stream buffers have remarkably 
constant performance over a wide range of cache sizes. 
The data stream buffer performance generally im roves 
as the cache size increases. This is especially true for the 
single stream buffer, whose performance increases from 
a 15% reduction in misses for a data cache size of 1KB 
to a 35% reduction in misses for a data cache size of 
128KB. This is probably because as the cache size in- 
creases, it can contain data for reference pattems that 
access several sets of data, or at least all but one of the 
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cause the sequential miss pattem to break. The data 
reference pattem of linpack can be understood as fol- 
lows. Remember that the stream buffer is only respon- 
sible for providing lines that the cache misses on. The 
inner loop of linpuck (i.e., saxpy) performs an inner 
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reference stream is unit-stride or at most skips to every 
other or every third word. If an array is accessed in the 
non-unit-stride direction (and the other dimensions have 
non-trivial extents) then a stream buffer as presented 
here will be of little benefit. 
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quential data access pattems, has 50% of the hits in the 
victim cache also hit in a four-way stream buffer. 
However only 4% of linpack’s cache misses hit in the 
victim cache (it benefits least from victim caching 
among the six benchmarks), so this is still not a sig- 
nificant amount of overlap between stream buffers and 
victim caching. 

Figure 5-1 shows the erformance of the base sys- 
tem with the addition of a &ur entry data victim cache, a 
instruction stream buffer, and a four-way data stream 
buffer. (The base system has on-chip 4KB instruction 
and 4KB data caches with 24 cycle miss penalties and 
16B lines to a three-stage pipelined second-level 1MB 
cache with 128B lines and 320 cycle miss penalty.) The 
lower solid line in Figure 5-1 gives the performance of 
the original base system without the victim caches or 
buffers while the upper solid line gives the performance 
with buffers and victim caches. The combination of 
these techniques reduces the first-level miss rate to less 
than half of that of the baseline system, resulting in an 
average of 143% improvement in system performance 
for the six benchmarks. These results show that the ad- 
dition of a small amount of hardware can dramatically 
reduce cache m i s s  rates and improve system perfor- 
mance. 

Base system inslwtion execution 

I 
1 2 3 4 5 6 

Benchmark 

0’ 

Figure 5-1: Improved system performance 

This study has concentrated on applying victim 
caches and stream buffers to first-level caches. An inter- 
esting area for future work is the application of these 
techniques to second-level caches. Also, the numeric 
programs used in this study used unit stride access pat- 
tems. Numeric programs with non-unit stride and mixed 
stride access pattems also need to be simulated. Finally, 
the performance of victim caching and stream buffers 
needs to be investigated for operating system execution 
and for multiprogramming workloads. 
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Fig. 1. CP chips in (a) 45nm and (b) 32nm technologies, roughly to scale.

on-chip decoupling capacitance, summed across all supplies
on the CP chip, and about 23 F on the SC chip. Finally, four
logic VT device pairs were offered with approximate nominal
performances and leakages as shown in Table II.

III. CHIP AND MCM OVERVIEWS

A. CP Chip Overview
A die photo of the CP chip is shown in Fig. 1, comparing

to the previous CP chip design in 45 nm. The chip contains six
CPU cores, each with a dedicated L2 SRAM cache, which in the
32 nm design is now split into separate 1MB Instruction (I) and
Data (D) caches. The two on-chip data compression/encryption
co-processors from the 45nm design have now been moved into
the cores (one per core). The middle of the chip is occupied by a
48MBDRAML3 cache that is shared by all 6 cores. The DDR3
RAIM (Redundant Array of Independent Memory) controller
and interface are on the left side of the chip (MCU), and an I/O
bus controller (GX) on the right. The interfaces to the two SC
chips are located above and below the L3 cache.
In all, the chip occupies an area of 598 mm , with about 2.75

billion transistors, requiring over 12 km of wire interconnect.
It uses 1071 signal C4 connections and over 10K power and
ground C4s.

Fig. 2. SC chips in (a) 45 nm and (b) 32 nm technologies, roughly to scale.

B. SC Chip and Cache Hierarchy
The SC chip die photo is shown in Fig. 2, comparing to

the previous generation design in 45 nm for the z196 system.
Scaling from 45 nm to 32 nm allowed a doubling of the L4
cache size, from 192 MB (on two SC chips in 45 nm) to 384
MB (two SC chips in 32 nm), while keeping the chip area
roughly constant. The cache hierarchy is shown in Fig. 3,
including a comparison of the relative L1 miss penalties in
the 32 nm design compared to the 45 nm implementation, in
terms of processor core clock cycles. For each level of cache,
the numbers listed (under the arrow) give the relative L1 miss
penalties for operands and instructions, for the 32 nm design
compared to the 45 nm design, when measured in numbers of
processor core clock cycles. It is evident that the L2 hit latency
has been significantly reduced in the 32 nm design (by 0.52x
for operands, for example), even while growing the overall
L2 cache size. This was a result of the improved physical
proximity to the L1 cache, the additional flexibility offered by
the split cache design, and also through logic optimization [5].
The higher level cache latencies are about constant across both
designs (the number of processor clock cycles increased for the
L4, but the clock cycle time decreased from 45 nm to 32 nm),
even with the larger cache sizes, contributing substantially to
the performance gains seen in the 32 nm system.

C. MCM
Six CP chips and two SC chips are mounted on a Multi-Chip

Module (MCM) along with four (S00 through S11) Serial
Electrically Erasable Programmable Read Only Memories
(SEEPROMs), as shown in Fig. 4(a). The MCM uses the
same glass ceramic technology as the 45 nm design [7], with
102 layers, including 39 layers for signals. No decoupling
capacitors are used on the MCM itself, since analysis showed
that this capacitance is too far removed from the CP chips to
be of any useful benefit beyond the decoupling capacitance
provided on-chip by the deep trench capacitors. The MCM
provides a total interconnection bandwidth of 530 GB/s, using
single-ended lines at 2.75 Gb/s. Despite shielding between
signal planes, significant vertical signal inductive coupling was
observed, which drove the need for a sophisticated noise-mit-
igation methodology. Modeling and simulation were used to
analyze horizontal, vertical, and via cross-talk, defining a sim-
plified cross-talk related cost metric which was then used for
rapid analysis as the design was optimized through successive
iterations. In each iteration, the worst nets were improved by
increasing spacings to improve both horizontal and vertical
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downstream from this block) but not affecting the overall pulse
width.
The third component is the “pulse width control” block

which provides the clock chopper control and various pulse
width adjustments, and is shown in detail in the upper part of
Fig. 7. This block is designed to allow tighter delay tracking
with the memory cell’s read/write performance, and also
provides tuning capability for hardware debug, frequency
optimization, and margin stressing. The three pulse controls
(pw0, pw1, and pw2) provide 4 local pulse width settings
(default, narrow, wide, and extra-wide), whose settings are pro-
grammable for each individual array. With the default settings
( , with ) the “fb” node
is pulled down by a parallel combination of a 3- and 4-high
stacks of nFETs. A faster pulldown is obtained when pw0 is
set to 1, activating a 2-high nFET stack for the pulldown, and
thereby providing a narrower pulse width. Similarly, the “wide”
setting is obtained with , , and ,
and “extra-wide” with , , and . The
“mpw1” and “mpw2” controls are designed for margin and
reliability testing, similar to their function for pulsed clocks in
regular digital logic. The default value of each of these inputs
is 0, so that setting “mpw1” gives a wider lclk pulse, and
setting “mpw2” gives a narrower pulse. Finally, the “clock
mode” switch disables the feedback path entirely, forcing “fb”
to a value of 1. In this case, both rising and falling edges of lclk
are set from the global clock falling and rising edges instead of
using the self-timed pulses from the PLCB.

V. CP CHIP THERMAL AND RELIABILITY ANALYSIS

A. CP Thermal Analysis
A detailed thermal model of the CP chip was built early on in

the design process, and then refined as the design progressed and
the thermal inputs became better known. The model was built
using ANSYS finite element modeling software, and was fully
parameterized in order to be able to efficiently analyze a wide
variety of situations with different inputs. Both CP and SC dies
were characterized with gridded power maps based on expected
circuit activity from critical workload simulations, and detailed
block-level power analysis. These power maps were then used
at each CP and SC site on the MCM. The thermal interfaces
and materials between the backsides of the chips and the cold
plate were included in the model, as well as the system level pa-
rameters, including the cold plate temperature, radiator charac-
teristics, and the system’s local environment (ambient tempera-
ture and humidity). The thermal impact of the glass ceramic car-
rier was also modeled, with an anisotropic thermal conductivity
based on the copper wire density in the module. The results for
a single CP die (CPU 1 in Fig. 4) are shown in Fig. 8, with the
hot regions corresponding to the six active cores, as can be seen
from the chip floorplan overlay. Each core is running a work-
load tailored for a high level of power consumption, running at
the ship frequency of 5.5 GHz.
The thermal model was calibrated with a dedicated thermal

test vehicle built expressly for this purpose, with form factors
similar to those of the product. The chip sites on this vehicle
were populated with thermal test chip dies which could be

Fig. 8. Thermal analysis and profile of a single CP die.

powered individually, with separate controls for processor core
areas and nest regions. These chips contained arrays of sensors
for local thermal and power measurements and calibration. This
test vehicle allowed testing of alternative packaging options
and materials, as well as allowing early reliability testing with
accelerated power and temperature conditions, with environ-
mental extremes. This ensured that the final qualification, with
the real chips and MCM could be done concurrently with the
rest of the system bringup with no glitches or delays. The
final thermal model calibration/validation was done running
the modeled workload on the real hardware, and comparing
on-chip thermal sensor data with the predictions from the
thermal model.

B. Reliability Analysis

Reliability was a key consideration for the EC12 system,
and as such the design contained all the RAS innovations
and features of the previous design [3], along with enhanced
system-level RAS capabilities. At the circuit and chip level, re-
liability considerations were built into the design methodology
from the beginning with strictly enforced limits on DC currents
for all wiring elements, including not only the power grid, but
also local gate level connections and any other interconnects
with a unidirectional current component. Given that the thermal
model, as described above, could not provide precise results
until late in the design cycle, relatively pessimistic tempera-
tures and operating parameters were assumed for all circuit
and power grid analyses. However for circuits in the hottest
region of the chip, once the design data were nearly complete,
a full re-analysis, using a rigorous statistical treatment [11],
was carried out with all the final wire loads, processor work
loads/switching factors, and other tuned parameters just to
make doubly sure that the design met all the reliability require-
ments, in the most critical regions of the chip.
For high-frequency designs, each generation of technology

scaling has tended to increase RMS current densities in signal
wires, meaning that Joule heating effects have become an im-
portant consideration in modern high-performance micropro-
cessor designs [12]. Therefore, it was necessary to determine
RMS currents for all metal interconnects in order to spot poten-
tial Joule heating issues. The physical design synthesis flow had

Most of power is spent in the 5.5 Ghz cores

... and 
chips 
today 
are 
power 
limited ...
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Fig. 1. CP chips in (a) 45nm and (b) 32nm technologies, roughly to scale.

on-chip decoupling capacitance, summed across all supplies
on the CP chip, and about 23 F on the SC chip. Finally, four
logic VT device pairs were offered with approximate nominal
performances and leakages as shown in Table II.

III. CHIP AND MCM OVERVIEWS

A. CP Chip Overview
A die photo of the CP chip is shown in Fig. 1, comparing

to the previous CP chip design in 45 nm. The chip contains six
CPU cores, each with a dedicated L2 SRAM cache, which in the
32 nm design is now split into separate 1MB Instruction (I) and
Data (D) caches. The two on-chip data compression/encryption
co-processors from the 45nm design have now been moved into
the cores (one per core). The middle of the chip is occupied by a
48MBDRAML3 cache that is shared by all 6 cores. The DDR3
RAIM (Redundant Array of Independent Memory) controller
and interface are on the left side of the chip (MCU), and an I/O
bus controller (GX) on the right. The interfaces to the two SC
chips are located above and below the L3 cache.
In all, the chip occupies an area of 598 mm , with about 2.75

billion transistors, requiring over 12 km of wire interconnect.
It uses 1071 signal C4 connections and over 10K power and
ground C4s.

Fig. 2. SC chips in (a) 45 nm and (b) 32 nm technologies, roughly to scale.

B. SC Chip and Cache Hierarchy
The SC chip die photo is shown in Fig. 2, comparing to

the previous generation design in 45 nm for the z196 system.
Scaling from 45 nm to 32 nm allowed a doubling of the L4
cache size, from 192 MB (on two SC chips in 45 nm) to 384
MB (two SC chips in 32 nm), while keeping the chip area
roughly constant. The cache hierarchy is shown in Fig. 3,
including a comparison of the relative L1 miss penalties in
the 32 nm design compared to the 45 nm implementation, in
terms of processor core clock cycles. For each level of cache,
the numbers listed (under the arrow) give the relative L1 miss
penalties for operands and instructions, for the 32 nm design
compared to the 45 nm design, when measured in numbers of
processor core clock cycles. It is evident that the L2 hit latency
has been significantly reduced in the 32 nm design (by 0.52x
for operands, for example), even while growing the overall
L2 cache size. This was a result of the improved physical
proximity to the L1 cache, the additional flexibility offered by
the split cache design, and also through logic optimization [5].
The higher level cache latencies are about constant across both
designs (the number of processor clock cycles increased for the
L4, but the clock cycle time decreased from 45 nm to 32 nm),
even with the larger cache sizes, contributing substantially to
the performance gains seen in the 32 nm system.

C. MCM
Six CP chips and two SC chips are mounted on a Multi-Chip

Module (MCM) along with four (S00 through S11) Serial
Electrically Erasable Programmable Read Only Memories
(SEEPROMs), as shown in Fig. 4(a). The MCM uses the
same glass ceramic technology as the 45 nm design [7], with
102 layers, including 39 layers for signals. No decoupling
capacitors are used on the MCM itself, since analysis showed
that this capacitance is too far removed from the CP chips to
be of any useful benefit beyond the decoupling capacitance
provided on-chip by the deep trench capacitors. The MCM
provides a total interconnection bandwidth of 530 GB/s, using
single-ended lines at 2.75 Gb/s. Despite shielding between
signal planes, significant vertical signal inductive coupling was
observed, which drove the need for a sophisticated noise-mit-
igation methodology. Modeling and simulation were used to
analyze horizontal, vertical, and via cross-talk, defining a sim-
plified cross-talk related cost metric which was then used for
rapid analysis as the design was optimized through successive
iterations. In each iteration, the worst nets were improved by
increasing spacings to improve both horizontal and vertical
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32 nm design is now split into separate 1MB Instruction (I) and
Data (D) caches. The two on-chip data compression/encryption
co-processors from the 45nm design have now been moved into
the cores (one per core). The middle of the chip is occupied by a
48MBDRAML3 cache that is shared by all 6 cores. The DDR3
RAIM (Redundant Array of Independent Memory) controller
and interface are on the left side of the chip (MCU), and an I/O
bus controller (GX) on the right. The interfaces to the two SC
chips are located above and below the L3 cache.
In all, the chip occupies an area of 598 mm , with about 2.75

billion transistors, requiring over 12 km of wire interconnect.
It uses 1071 signal C4 connections and over 10K power and
ground C4s.
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B. SC Chip and Cache Hierarchy
The SC chip die photo is shown in Fig. 2, comparing to

the previous generation design in 45 nm for the z196 system.
Scaling from 45 nm to 32 nm allowed a doubling of the L4
cache size, from 192 MB (on two SC chips in 45 nm) to 384
MB (two SC chips in 32 nm), while keeping the chip area
roughly constant. The cache hierarchy is shown in Fig. 3,
including a comparison of the relative L1 miss penalties in
the 32 nm design compared to the 45 nm implementation, in
terms of processor core clock cycles. For each level of cache,
the numbers listed (under the arrow) give the relative L1 miss
penalties for operands and instructions, for the 32 nm design
compared to the 45 nm design, when measured in numbers of
processor core clock cycles. It is evident that the L2 hit latency
has been significantly reduced in the 32 nm design (by 0.52x
for operands, for example), even while growing the overall
L2 cache size. This was a result of the improved physical
proximity to the L1 cache, the additional flexibility offered by
the split cache design, and also through logic optimization [5].
The higher level cache latencies are about constant across both
designs (the number of processor clock cycles increased for the
L4, but the clock cycle time decreased from 45 nm to 32 nm),
even with the larger cache sizes, contributing substantially to
the performance gains seen in the 32 nm system.

C. MCM
Six CP chips and two SC chips are mounted on a Multi-Chip

Module (MCM) along with four (S00 through S11) Serial
Electrically Erasable Programmable Read Only Memories
(SEEPROMs), as shown in Fig. 4(a). The MCM uses the
same glass ceramic technology as the 45 nm design [7], with
102 layers, including 39 layers for signals. No decoupling
capacitors are used on the MCM itself, since analysis showed
that this capacitance is too far removed from the CP chips to
be of any useful benefit beyond the decoupling capacitance
provided on-chip by the deep trench capacitors. The MCM
provides a total interconnection bandwidth of 530 GB/s, using
single-ended lines at 2.75 Gb/s. Despite shielding between
signal planes, significant vertical signal inductive coupling was
observed, which drove the need for a sophisticated noise-mit-
igation methodology. Modeling and simulation were used to
analyze horizontal, vertical, and via cross-talk, defining a sim-
plified cross-talk related cost metric which was then used for
rapid analysis as the design was optimized through successive
iterations. In each iteration, the worst nets were improved by
increasing spacings to improve both horizontal and vertical
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Fig. 3. Cache hierarchy and relative changes in L1 miss penalty from 45 nm
to 32 nm.

Fig. 4. (a) MCM photo, (b) iteration on noise cost function for fabric nets.

coupling parameters for wires and vias. The results of this
optimization process are shown in Fig. 4(b), showing how the
design was improved by iteration, fixing the noisiest lines and
the initially observed signal integrity outliers. In this plot, each
horizontal bin represents one net on the fabric bus. The “Noise
Cost Function” is a noise metric, proportional to the real noise
expected on the net in question, but with a few simplifications
made for calculation efficiency and speed.

IV. CP CLOCK AND CIRCUIT DESIGN

A. CP Clock Design
The clock grids on the EC12 CP chip were designed to en-

able high-frequency operation with low skew, and with fea-
tures to allow hardware-based tuning for tradeoffs between raw
speed capability and total power dissipation. Seven major syn-
chronous, but independent, clock grids were implemented on
the CP chip, including separate identical high-frequency grids
for each of the six cores, and a half-frequency grid over the L3,
or nest region. These clock grids, along with asynchronous grids
over thememory control andGX regions, are shown in Fig. 5(a).
The clock mesh over the nest was built from three subcom-
ponents, shorting together the three individual sub-grids into
one large structure. All synchronous grids were sourced from
the same PLL, with the three nest subcomponent distributions
driven from a half-frequency output of the PLL. The clock de-
sign was tuned such that nominal delay (not including process

Fig. 5. (a) CP clock grids, (b) skitter data, un-tuned core-to-nest offset.

viability and uncertainty) to any point on any mesh was within
15 ps tolerance of the mean design latency. The skew toler-

ance within a given grid for any two points within 500 m phys-
ical separation was kept below 5 ps. An automated clock routing
and balancing methodology was adopted for this design, using
a dedicated in-house clock grid construction tool [8]. The com-
plexities associated with inductive effects in the top two thick
metal layers, the need to handle late changes to the local loading
on the grid, and the overall complexity and high frequency of
the design, would have made this a daunting task for a more
conventional manual implementation, as in the previous gener-
ation design.
All crossings between core and nest grids were completely

synchronous at half the core frequency (no core-to-core cross-
ings were implemented), with a relative design skew budget of
35 ps. This budget included allowance for process, voltage,

and temperature sensitivity, as well as any nominal grid-to-grid
offset as described above. Since all meshes were sourced from
the same PLL, the skew budget did not have to include any ad-
ditional margin for relative PLL jitter or phase error. For debug,
and in order to tune out any systematic grid-to-grid offsets, each
of the 9 grid inputs (one for each core and one for each nest sub-
mesh) was designed with separately configurable delay con-
trols, accessible during hardware bringup, and with the ability
to support a programmed setting for the shipped product. Pro-
grammable circuit macros with variable gate delay were placed
at similar points for each of the 9 clock distribution branches
from the PLL, allowing adjustment of both delay (with a nom-
inal adjustment range of about 40 ps), and clock duty cycle.
The skew between the core and nest grids was measured in

hardware with on-chip skitter test structures [9], as shown in
Fig. 5(b), running at nominal voltage and frequency. Each peak
on this plot corresponds to a clock transition on the grid, either
rising or falling. Therefore the core clock peaks are about 91 ps

L2 operand hit time halved
How? Split instruction and data L2s simplified design.

Also: New L2-CPU floorplan + logic optimizations.
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Branch predictor array sizes rival L1s ...

more than 24,000 branch entries and is
designed to back up the 4,096-entry first-
level branch target buffer (BTB1), improving
the branch prediction hit ratio of enterprise-
scale applications with large instruction foot-
prints. A branch target buffer preload table
(BTBP) works as a filter for BTB1. New
branches as observed from the execution
pipeline or reloads from BTB2 upon a pre-
diction miss are first written in the BTBP.
Then, when the BTBP provides a prediction
hit, the entry is moved into BTB1. Any
evicted entries from BTB1 are written into
the BTBP and BTB2. The BTBP is read in
parallel with BTB1 for branch predictions.

The FIT is a 64-entry table containing
the most recent sets of branches and the
corresponding indices into BTB1 that
should be used to locate the next potential
branches. The FIT structure serves as a
lookup index prediction table. It steers the
first-level prediction buffer lookup for the
next possible branch upon locating an ini-
tial branch, and then from this next branch
to the one after, and so on. The index

prediction scheme works collaboratively
with other branch prediction structures in
the design, such as path history tables.
The FIT design allows for doing branch
prediction lookup with a shorter latency,
cutting out the pipeline stages that include
lookup, compare, and hit determination.
The eventual hit determination then acts
as a confirmation to gauge whether the
index prediction was correct. Branch pre-
diction throughput using the FIT structure
is improved by about 33 percent to a typi-
cal rate of providing a prediction once every
two cycles.

The BTB2 benefits large branch foot-
print workload performance by around
5 percent on average, while the FIT simi-
larly boosts computing-intensive workloads.
Both mechanisms together cover a wide
spectrum of application requirements.

The zEC12 core employs a larger and
lower-latency second-level (L2) cache de-
sign. The L2 cache is implemented as a
split cache, having 1 Mbyte for instruction
and 1 Mbyte for data. Having the L2
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Description

BTBP

Acronym Full name

Branch target buffer
preload table

0.5th level branch IA and target predictor

1st level branch IA and target predictorBTB1 L1 branch target buffer

BTB2 L2 branch target buffer Second-level branch IA and target history buffer

FIT Fast reindexing table Index histories for recently used BTB1 entries

BHT Branch history table Direction predictor (2-bit)

SBHT Speculative BHT and PHT Speculative direction prediction updates at resolution
time prior to completion 

PHT Pattern history table Pattern-based tagged direction prediction

CTB Changing target buffer Pattern-based target prediction

SGO Surprise guess override Second-level direction 1-bit predictor

Instruction fetch

Speculative
BHT & PHT
3+2 entries

PHT
4k entries

CTB
2k entries

Branch prediction logic

L2 BHT
(SGO)

32k entries

BPOQ
6 entries

BTBP
128x6

BTB1 and
BHT4k
entries

(1k x 4) 

FIT
64 entries

New branches

Reload

Evict

Used

BTB2
24k entries

(4k x 6)

Figure 4. Overview of zEC12 branch prediction structures. A new second-level branch target buffer (BTB2) increases total

branch prediction capacity. The branch target buffer preload table serves as a filter for entries read from BTB2 before the

entries are written into the first-level branch target buffer (BTB1). A new fast reindexing table (FIT) helps accelerate branch

searching throughput of the BTB1 and branch history table structure. The other prediction structures are reused from z196.
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On Thursday

Virtual memory ...

Have fun in section !
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